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Big Science in 21st Century
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๏ Last century marked a big expansion of our understanding 
of the un Universe, from the very small to the very large 
scale



Big Science in 21st Century
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๏ This heritage made us deal with big challenges for this 
century, e.g., explaining Dark Matter & Dark Energy



๏ These problems are too hard for individuals working alone in a lab. 
Already in the last century, scientists started to team up in big 
collaborations. Big Science emerged with new technologies and big 
infrastructures

Big Science in 21st Century
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๏ CEERN is the home of the Large Hadron Collider, the most powerful 
particle accelerator in the world 

๏ Investigating the fundamental constituents of matter & looking 
for new phenomena, e.g., the Higgs boson 

The Large Hadron Collider
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๏ At the LHC, we deal with tremendous technological problems to get our 
research done 

๏ The biggest problem we have is to collect the data the LHC produces: 

๏ 40,000 GB/sec of data produced in each experiment 

๏ Can only keep 1 GB/sec of data 

๏ Need to take the decision in short time (1μsec @L1, 100 msec in total) 

๏ What is kept can be studied further. The rest is lost forever

Big Data @LHC
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Where AI can help us
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DeepLearningforImagingCalorimetry

VitoriaBarinPacela,⇤Jean-RochVlimant,MaurizioPierini,andMariaSpiropulu
CaliforniaInstituteofTechnologyand

CMS

WeinvestigateparticlereconstructionusingDeepLearning,basedonadatasetconsistingofsingle-

particleenergyshowersinahighly-granularLinearColliderDetectorcalorimeterwitharegular3D

arrayofcells.Weperformenergyregressiononphotons,electrons,neutralandchargedpions,and

discusstheperformanceofourmodelineachparticledataset.

I.INTRODUCTION

OnethegreatestchallengesattheLHCat
CERNistocollectandanalysedatae�ciently.
Sophisticatedmachinelearningmethodshave
beenresearchedtotacklethisproblem,suchas
boosteddecisiontreesanddeeplearning.In
thisproject,weareusingdeepneuralnetworks
(DNN)[1][2]torecognizeimagesoriginatedby
thecollisionsintheLinearColliderDetector
(LCD)calorimeter[3][4],designedtooperate
attheCompactLinearCollider(CLIC).

Preliminarystudieshaveexploredthepossi-
bilityofreconstructingparticlesfromcalorimet-
ricdepositsusingimagerecognitiontechniques
basedonconvolutionalneuralnetworks,using
adatasetofsimulatedhitsofindividualpar-
ticlesontheLCDsurface.Thedatasetcon-
sistsofcalorimetricshowersproducedbysin-
gleparticles(pions,electronsorphotons)hit-
tingthesurfaceofanelectromagneticcalorime-
ter(ECAL)andeventuallyshoweringwithin
ahadroniccalorimeter(HCAL).Thisproject
aimedatreconstructingtheenergyofparticles
throughregression.

Thecodeusedfordefiningthemod-
elsandtrainingtheDNNsishostedat
https://github.com/vitoriapacela/NotebooksLCD,
andanalysistoolsarehostedat
https://github.com/vitoriapacela/RegressionLCD.

⇤vitoria.barinpacela@helsinki.fi

FIG.1.Visualizationofthedata.Chargedpion

eventdisplayedintheECALandHCAL.Everyhit

isshowninitsrespectivecellineachofthecalorime-

ters.Warmercolors(likeorangeandpink)repre-

senthigherenergies,as420GeV,whereascolder

colors,likeblue,representlowerenergies,as50

GeV.[5]

II.METHODS

Thedatasetsweresimulatedascloseaspos-
sibletorealcollisiondata,usingapreliminary
versionoftheCLICdetectordesign,imple-
mentedintheDDhepsoftwareframework[3].
Theyconsistof3Darraysrepresentingenergy
valuesinthecellsoftheECALandHCAL,and
thetrueenergyoftheparticle.TheECALdata
arrayshaveshape25x25x25,whereasthe
HCALdataarrayshaveshape4x4x60.Events
areofdiscrete,integer-valuedenergiesoverthe
range10-510GeV,andfixeddirection,sothat
theyimpactthecenterofthecalorimeterbar-
rel,withanimpactangleof90�.Thedatasets
foreachparticlearestoredintheHierarchical
DataFormat(HDF5)[6],whichisdesignedto
storeandorganizelargeamountsofdata.Each
HDF5filecontains10000events,andthereare

Which Particle?

Which Energy?

Which Direction?

๏ We know how to get from the data the answers we want 

๏ physics + intuition + computing 

๏ But the process is slow 

๏ We can use AI solutions as a shortcut: we teach neural networks 
how to give us the answer we want directly from the raw data



LHC future and its big 
challenge



HL-LHC: elephant in the room
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‣~200 collisions/event 
‣~minute/event processing time 
‣(at best)Same computing resources 
as today

This is when the R&D has to happen

‣~40 collisions/event 
‣~10 sec/event processing time 
‣(at best)Same computing resources as 
today

Today

5 interactions/beam cross 140 interactions/beam cross



HL-LHC: elephant in the room
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G. Cerati (UCSD) Vertex14 - 2014/09/18

Timing
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• Both new seeding and cluster charge cut reduce timing of PixelLess and TobTec 
iterations by a factor 2x

• Benchmark timing and physics performance across releases and for di!erent pile-up
‣ TTbar samples with realistic alignment and calibration conditions

• PU scenarios:
‣ BX=25 ns, <PU>=25, 40, 70, 140 
‣ BX=50 ns, <PU>=25

• Iterative tracking time reduction (for BX=25 ns):
‣ 2x at PU=25, 3x at PU=40, 4x at PU=70

๏ Flat budget vs. more 
needs = current rule-
based reconstruction 
algorithms will not be 
sustainable 

๏ Adopted solution: more 
granular and complex 
detectors " more 
computing resources 
needed " more problems 

๏ Modern Machine Learning 
might be the way out



HL-LHC: elephant in the room
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The HGCAL Cells geometry
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To cope the irradiation / PU:
! η-dependent depletion of Si
! η-dependent cell size

Hexagonal 6” Si wafer (256 or 512 channels

Beam tests results
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๏ Flat budget vs. more 
needs = current rule-
based reconstruction 
algorithms will not be 
sustainable 

๏ Adopted solution: more 
granular and complex 
detectors " more 
computing resources 
needed " more problems 

๏ Modern Machine Learning 
might be the way out



๏ Possible  solution to the HL-LHC problem: Deep Learning to 
be faster and better in what we do today, freeing resources 
for new ideas 

๏ DL deployment needs to happen in between collisions and 
data analysis (trigger, reconstruction, …), where freeing 
resources will make a difference

Deep Learning and LHC Big Data

12

High-Level  

Trigger
L1 

trig
ger

1 KHz  
1 MB/evt
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Deep Learning



Feed-Forward NNs
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• Feed-forward neural networks 
have hierarchical structures: 

• inputs enter from the left and 
flow to the right

•  no closed loops or circularities  

• Deep neural networks are FF-NN 
with more than one hidden layer

• Out of this “classic idea, new 
architectures emerge, optimised 
for computing vision, language 
processing, etc



The role of a network node

15

wijxj

•Each input is multiplied by a weight

• The weighted values are summed

• A bias is added

• The result is passed to an              
activation function



The role of a network node
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Σjwijxj

• Each input is multiplied by a weight

•The weighted values are summed

• A bias is added

• The result is passed to an              
activation function



The role of a network node
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Σjwijxj + bi

• Each input is multiplied by a weight

• The weighted values are summed

•A bias is added

• The result is passed to an              
activation function



The role of a network node
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yi = f(Σjwijxj + bi)

• Each input is multiplied by a weight

• The weighted values are summed

• A bias is added

•The result is passed to an 
activation function



๏ In a feed-forward chain, 
each node processes what 
comes from the previous 
layer 

๏ The final result (depending 
on the network geometry) is 
K outputs, given N inputs

The full picture

19

yj = f (3)(Σlw(3)
jl f (2)(Σkw(2)

lk f (1)(Σiw(1)
ki xi + b(k)

k ) + b(2)
l ) + b(3)

j )

๏ One can show that such a mechanism allows to learn generic 
ℝN"ℝK functions



๏ A network is training specifying an 
input & a target dataset. 

๏ For each input example, the target 
is what the network should learn 
for that input 

๏ Target can be a different dataset 
(regression, classification, …) or 
the input itself (unsupervised 
methods) 

๏ Also, a loss function is given: 

๏ quantification of how many 
mistakes the network makes 

๏ Training process is the minimisation 
of the loss function, as function of 
the network parameters

Training 

20



๏ You have a jet at LHC: spray of 
hadrons coming from a “shower” 
initiated by a fundamental 
particle of some kind (quark, 
gluon, W/Z/H bosons, top quark) 

๏ You have a set of jet features 
whose distribution depends on the 
nature of the initial particle 

๏ You can train a network to start 
from the values of these 
quantities and guess the nature 
of your jet 

๏ To do this you need a sample for 
which you know the answer 

Example: jet tagging

21

Figure 1. Pictorial representations of different jet substructures at the LHC. Left: jets originating
from quarks or gluons produce one cluster of particles, approximately cone-shaped, developing
along the flight direction of the particle starting the shower. Center: when produced with large
transverse momentum, a heavy boson decaying to quarks would result into a single jet, made of 2
particle clusters (usually referred to as sub-jets). Right: In its full decay chain, a high-momentum
t ! Wb ! qqb results into a jet composed of three sub-jets.

In this work, we compare the typical performances of some of these approaches to what
is achievable with a jet identification algorithm based on an IN (JEDI-net). Interaction
networks [5] (INs) have been introduced to predict the evolution of physical systems under
the influence of forces, e.g. gravitational force, springs, etc. This is achieved by constructing
a graph network representing the system and learning the interaction between the nodes of
the graph. This results into a post-interaction representation of the system, which is used
to predict the evolution of the system. In our case, we are interested to INs as a tool to
learn a fixed-size jet representation, that is used to train a jet classifier. In this respect,
INs are interesting because the can learn a sparse representation with an architecture that
(at least in principle) is similar to the 2 ! 1 recombination procedure that is followed to
cluster jets. To a certain extent, INs (and graph networks in general) seem to be more
QCD-compliant than other network architectures. For instance (see section 4), INs process
jet-constituent four-momenta in pairs and can potentially learn the metrics typically used
for jet clustering, such as the anti-kt [3], kt [2], or Cambridge-Aachen [1] jet algorithms. In
this paper, we investigate if this structural affinity to jet clustering algorithms translates
into a better tagging performance.

This paper is structured as follows: we provide in section 2 a list of related works. We
describe in section 3 the utilized dataset. The structure of the JEDI-net model is discussed
in section 4. Section 5 briefly introduces alternative benchmark models, based on other
DL architectures, whose design and optimization are discussed in Appendix A. Results are
shown in section 6. We conclude with a discussion and outlooks of this work in section 8.

– 2 –

Figure 1. Pictorial representations of different jet substructures at the LHC. Left: jets originating
from quarks or gluons produce one cluster of particles, approximately cone-shaped, developing
along the flight direction of the particle starting the shower. Center: when produced with large
transverse momentum, a heavy boson decaying to quarks would result into a single jet, made of 2
particle clusters (usually referred to as sub-jets). Right: In its full decay chain, a high-momentum
t ! Wb ! qqb results into a jet composed of three sub-jets.

In this work, we compare the typical performances of some of these approaches to what
is achievable with a jet identification algorithm based on an IN (JEDI-net). Interaction
networks [5] (INs) have been introduced to predict the evolution of physical systems under
the influence of forces, e.g. gravitational force, springs, etc. This is achieved by constructing
a graph network representing the system and learning the interaction between the nodes of
the graph. This results into a post-interaction representation of the system, which is used
to predict the evolution of the system. In our case, we are interested to INs as a tool to
learn a fixed-size jet representation, that is used to train a jet classifier. In this respect,
INs are interesting because the can learn a sparse representation with an architecture that
(at least in principle) is similar to the 2 ! 1 recombination procedure that is followed to
cluster jets. To a certain extent, INs (and graph networks in general) seem to be more
QCD-compliant than other network architectures. For instance (see section 4), INs process
jet-constituent four-momenta in pairs and can potentially learn the metrics typically used
for jet clustering, such as the anti-kt [3], kt [2], or Cambridge-Aachen [1] jet algorithms. In
this paper, we investigate if this structural affinity to jet clustering algorithms translates
into a better tagging performance.

This paper is structured as follows: we provide in section 2 a list of related works. We
describe in section 3 the utilized dataset. The structure of the JEDI-net model is discussed
in section 4. Section 5 briefly introduces alternative benchmark models, based on other
DL architectures, whose design and optimization are discussed in Appendix A. Results are
shown in section 6. We conclude with a discussion and outlooks of this work in section 8.

– 2 –



๏ You have a jet at LHC: spray of 
hadrons coming from a “shower” 
initiated by a fundamental 
particle of some kind (quark, 
gluon, W/Z/H bosons, top quark) 

๏ You have a set of jet features 
whose distribution depends on the 
nature of the initial particle 

๏ You can train a network to start 
from the values of these 
quantities and guess the nature 
of your jet 

๏ To do this you need a sample for 
which you know the answer 

Example: jet tagging
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Jennifer Ngadiuba - hls4ml: deep neural networks in FPGAs25.04.2018

Jet substructure features

 21

Jet substructure observables provide large discrimination 
power between these types of jets


mass, multipliticity, energy correlation functions, … 
(computed with FastJet [*])

[*] E. Coleman et al. JINST13(2018) T01003,

    M. Cacciari et al, Eur. Phys. J.C72(2012)1896 

These are expert-level features

Not necessarily realistic for L1 trigger 
“Raw” particle candidates more suitable (to be studied next) 
But lessons here are generic 

One more case: H→bb discrimination vs W/Z→qq requires more “raw” inputs for 
b-tagging information
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CASE STUDY: JET SUBSTRUCTURE

5 output multi-classifier:  

Does a jet originate from a quark, gluon, W/Z boson, top quark? 

Network architecture 
16 expert inputs 

jet masses, multiplicity 

ECFs (β=0,1,2)

11

• 3-layer model trained 
without regularization


• No pruning applied


• Resulting distribution of 
weights 
 
 
 
 
 
 
 

3-layer model: no reg., no pruning

4

HLS4ML Preliminary

Fully connected deep 
neural network

16 inputs

64 nodes 
activation: ReLU

32 nodes 
activation: ReLU

32 nodes 
activation: ReLU

5 outputs 
activation: SoftMax



๏ A given threefold defines the following qualities 

๏ True-positives: Class-1 events above the threshold 

๏ False-positives: Class-0 events above the threshold

Building the ROC curve
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EXAMPLE: JET SUBSTRUCTURE

5 output multi-classifier:  

Does a jet originate from a quark, gluon, W/Z boson, top quark? 

Network architecture 
16 expert inputs 

jet masses, multiplicity 

ECFs (β=0,1,2)

11

• 3-layer model trained 
without regularization


• No pruning applied


• Resulting distribution of 
weights 
 
 
 
 
 
 
 

3-layer model: no reg., no pruning

4

HLS4ML Preliminary16 inputs

64 (relu)

32 (relu)

5 (softmax)

32 (relu) Fully connected deep 
neural network

Sensitivity = True Positive Rate

1-
sp

ec
ifi

ci
ty

  =
 fa

ls
e 

po
si

tiv
e 

ra
te

Better
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Building the ROC curve



Deep Learning for HEP: 
Jet tagging



Example: PID for ν experiments 

26

gain w.r.t. standard approach: 
equivalent to 30% bigger mass of 

detector 

๏ Many HEP detectors 
(particularly underground) 
more and more structured as 
regular arrays of sensors 

๏ Modern computer-vision 
techniques work with images as 
arrays of pixel sensor (in 1D, 
2D, and 3D) 

๏ These techniques were applied 
by Noνa on electron and muon 
ID  

๏ Impressive gain over 
traditional techniques 
(comparable to +30% detector 
== $$$ saved)



Convolutional Layer

27



๏ The Conv layer stars from RAW data and defines interesting 
quantities (high level features) 

๏ The HLFs replace the physics-motivated inputs of a DNN 

๏ The DNN at the end exploits the engineered features to 
accomplish the task

Two tasks in one network

28



๏ (next generation) 
digital calorimeters: 
3D arrays of sensors 
with more regular 
geometry 

๏ Ideal configuration to 
apply Convolutional 
Neural Network 

๏ speed up 
reconstruction at 
similar performances 

๏ and possibly improve 
performances

A faster approach to Reconstruction
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Deep Learning for Imaging Calorimetry

Vitoria Barin Pacela,⇤ Jean-Roch Vlimant, Maurizio Pierini, and Maria Spiropulu
California Institute of Technology and

CMS

We investigate particle reconstruction using Deep Learning, based on a dataset consisting of single-

particle energy showers in a highly-granular Linear Collider Detector calorimeter with a regular 3D

array of cells. We perform energy regression on photons, electrons, neutral and charged pions, and

discuss the performance of our model in each particle dataset.

I. INTRODUCTION

One the greatest challenges at the LHC at
CERN is to collect and analyse data e�ciently.
Sophisticated machine learning methods have
been researched to tackle this problem, such as
boosted decision trees and deep learning. In
this project, we are using deep neural networks
(DNN) [1] [2] to recognize images originated by
the collisions in the Linear Collider Detector
(LCD) calorimeter [3] [4], designed to operate
at the Compact Linear Collider (CLIC).

Preliminary studies have explored the possi-
bility of reconstructing particles from calorimet-
ric deposits using image recognition techniques
based on convolutional neural networks, using
a dataset of simulated hits of individual par-
ticles on the LCD surface. The dataset con-
sists of calorimetric showers produced by sin-
gle particles (pions, electrons or photons) hit-
ting the surface of an electromagnetic calorime-
ter (ECAL) and eventually showering within
a hadronic calorimeter (HCAL). This project
aimed at reconstructing the energy of particles
through regression.

The code used for defining the mod-
els and training the DNNs is hosted at
https://github.com/vitoriapacela/NotebooksLCD,
and analysis tools are hosted at
https://github.com/vitoriapacela/RegressionLCD.

⇤ vitoria.barinpacela@helsinki.fi

FIG. 1. Visualization of the data. Charged pion

event displayed in the ECAL and HCAL. Every hit

is shown in its respective cell in each of the calorime-

ters. Warmer colors (like orange and pink) repre-

sent higher energies, as 420 GeV, whereas colder

colors, like blue, represent lower energies, as 50

GeV.[5]

II. METHODS

The datasets were simulated as close as pos-
sible to real collision data, using a preliminary
version of the CLIC detector design, imple-
mented in the DDhep software framework [3].
They consist of 3D arrays representing energy
values in the cells of the ECAL and HCAL, and
the true energy of the particle. The ECAL data
arrays have shape 25 x 25 x 25, whereas the
HCAL data arrays have shape 4 x 4 x 60. Events
are of discrete, integer-valued energies over the
range 10-510 GeV, and fixed direction, so that
they impact the center of the calorimeter bar-
rel, with an impact angle of 90�. The datasets
for each particle are stored in the Hierarchical
Data Format (HDF5) [6], which is designed to
store and organize large amounts of data. Each
HDF5 file contains 10 000 events, and there are



๏ One can pixelate the surface 
crossed by the jet and create 
an image with the momentum 
deposited in each cell 

๏ Such an image can then be 
processed with computing-
vision techniques 

๏ Pros: can benefit of the 
progresses made in optimizing 
computing vision 

๏ Cons: underlying assumption 
on detector geometry (regular 
array of pixels) made 
sacrificing information  of 
the actual detector

Jet as images (for ConvNN)

30
https://arxiv.org/abs/1511.05190
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Even more non-linearity: Going Deep

Deep Convolutional Architectures for  
Jet-Images at the Large Hadron Collider

Introduction 
The Large Hadron Collider (LHC) at CERN is the largest and most powerful particle accelerator in 
the world, collecting 3,200 TB of proton-proton collision data every year. A true instance of Big 
Data, scientists use machine learning for rare-event detection, and hope to catch glimpses of new 
and uncharted physics at unprecedented collision energies.  

Our work focuses on the idea of the ATLAS detector as a camera, with events captured as 
images in 3D space. Drawing on the success of Convolutional Neural Networks in Computer 
Vision, we study the potential of deep leaning for interpreting LHC events in new ways.

The ATLAS detector 
The ATLAS detector is one of the two general-purpose experiments at the LHC. The 100 million 
channel detector captures snapshots of particle collisions occurring 40 million times per second. 
We focus our attention to the Calorimeter, which we treat as a digital camera in cylindrical space. 
Below, we see a snapshot of a 13 TeV proton-proton collision.

LHC Events as Images 
We transform the ATLAS coordinate system (η, φ) to a rectangular grid that allows for an image-
based grid arrangement. During a collision, energy from particles are deposited in pixels in (η, φ) 
space. We take these energy levels, and use them as the pixel intensities in a greyscale analogue. 
These images — called Jet Images — were first introduced by our group [JHEP 02 (2015) 118], 
enabling the connection between LHC physics event reconstruction and computer vision.. We 
transform each image in (η, φ), rotate around the jet-axis, and normalize each image, as is often 
done in Computer Vision, to account for non-discriminative difference in pixel intensities.  

In our experiments, we build discriminants on top of Jet Images to distinguish between a 
hypothetical new physics event, W’→ WZ, and a standard model background, QCD.  

Jet Image

Convolution Max-Pool Convolution Max-Pool Flatten

Fully  
Connected 
ReLU Unit

ReLU Dropout ReLU Dropout
Local 

Response 
Normalization

W’→ WZ event

Convolutions
Convolved  

Feature Layers

Max-Pooling

Repeat

Physics Performance Improvements 
Our analysis shows that Deep Convolutional Networks significantly improve the classification of 
new physics processes compared to state-of-the-art methods based on physics features, 
enhancing the discovery potential of the LHC.  More importantly, the improved performance 
suggests that the deep convolutional network is capturing features and representations beyond 
physics-motivated variables.  

Concluding Remarks 
We show that modern Deep Convolutional Architectures can significantly enhance the discovery 
potential of the LHC for new particles and phenomena. We hope to both inspire future research 
into Computer Vision-inspired techniques for particle discovery, and continue down this path 
towards increased discovery potential for new physics.

Difference in average 
image between signal 

and background

Deep Convolutional Networks 
Deep Learning — convolutional networks in particular — currently represent the state of the art in 
most image recognition tasks. We apply a deep convolutional architecture to Jet Images, and 
perform model selection. Below, we visualize a simple architecture used to great success.  

We found that architectures with large filters captured the physics response with a higher level of 
accuracy. The learned filters from the convolutional layers exhibit a two prong and location based 
structure that sheds light on phenomenological structures within jets. 

Visualizing Learning 
Below, we have the learned convolutional filters (left) and the difference in between the average 
signal and background image after applying the learned convolutional filters (right). This novel 
difference-visualization technique helps understand what the network learns.

2D  
Convolutions 
to Jet Images

Understanding Improvements 
Since the selection of physics-driven variables is driven by physical understanding, we want to be 
sure that the representations we learn are more than simple recombinations of basic physical 
variables. We introduce a new method to test this — we derive sample weights to apply such that 

meaning that physical variables have no discrimination power. Then, we apply our learned 
discriminant, and check for improvement in our figure of merit — the ROC curve.

Standard physically motivated 
discriminants — mass (top)  
and n-subjettiness (bottom)

Receiver Operating Characteristic

Notice that removing out the individual effects of 
the physics-related variables leads to a likelihood 
performance equivalent to a random guess, but 
the Deep Convolutional Network retains some 
discriminative power. This indicates that the deep 
network learns beyond theory-driven variables — 
we hypothesize these may have to do with 
density, shape, spread, and other spatially driven 
features.

Luke de Oliveiraa, Michael Aaron Kaganb, Lester Mackeyc, Benjamin Nachmanb, Ariel Schwartzmanb 

 
aStanford University, Institute for Computational and Mathematical Engineering (ICME), bSLAC National Accelerator Laboratory,  cStanford University, Department of Statistics 

Repeat

Apply deep learning techniques on jet images! [3]

convolutional nets are a standard image 
processing technique; also consider maxout

Figure 5: The convolution neural network concept as applied to jet-images.

4.1 Architectural Selection

For the MaxOut architecture, we utilize two FC layers with MaxOut activation (the first with 256
units, the second with 128 units, both of which have 5 piecewise components in the MaxOut-operation),
followed by two FC layers with ReLU activations (the first with 64 units, the second with 25 units),
followed by a FC sigmoid layer for classification. We found that the He-uniform initialization [35]
for the initial MaxOut layer weights was needed in order to train the network, which we suspect is
due to the sparsity of the jet-image input. In cases where other initialization schemes were used, the
networks often converged to very sub optimal solutions. This network is trained (and evaluated) on
un-normalized jet-images using the transverse energy for the pixel intensities

For the deep convolution networks, we use a convolutional architecture consisting of three sequen-
tial [Conv + Max-Pool + Dropout] units, followed by a local response normalization (LRN) layer [8],
followed by two fully connected, dense layers. We note that the convolutional layers used are so called
“full” convolutions – i.e., zero padding is added the the input pre-convolution. Our architecture can
be succinctly written as:

[Dropout ! Conv ! ReLU ! MaxPool] ⇤ 3 ! LRN ! [Dropout ! FC ! ReLU] ! Dropout ! Sigmoid.

(4.1)
The convolution layers each utilize 32 feature maps, or filters, with filter sizes of 11 ⇥ 11, 3 ⇥ 3,

and 3 ⇥ 3 respectively. All convolution layers are regularized with the L
2 weight matrix norm. A

down-sampling of (2, 2), (3, 3), and (3, 3) is performed by the three max pooling layers, respectively.
A dropout [8] of 20% is used before the first FC layer, and a dropout 10% is used before the output
layer. The FC hidden layer consists of 64 units.

After early experiments with the standard 3 ⇥ 3 filter size, we discovered significantly worse
performance over a more basic MaxOut [7] feedforward network. After further investigation into larger
convolutional filter size, we discovered that larger-than-normal filters work well on our application.
Though not common in the Deep Learning community, we hypothesize that this larger filter size is
helpful when dealing with sparse structures in the input images. In Table 1, we compare di↵erent
filter sizes, finding the optimal filter size of 11⇥ 11, when considering the Area Under the ROC Curve
(AUC) metric, based on the ROC curve outlined in Sections 3 and 5.
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Figure 1. Pictorial representations of different jet substructures at the LHC. Left: jets originating
from quarks or gluons produce one cluster of particles, approximately cone-shaped, developing
along the flight direction of the particle starting the shower. Center: when produced with large
transverse momentum, a heavy boson decaying to quarks would result into a single jet, made of 2
particle clusters (usually referred to as sub-jets). Right: In its full decay chain, a high-momentum
t ! Wb ! qqb results into a jet composed of three sub-jets.

In this work, we compare the typical performances of some of these approaches to what
is achievable with a jet identification algorithm based on an IN (JEDI-net). Interaction
networks [5] (INs) have been introduced to predict the evolution of physical systems under
the influence of forces, e.g. gravitational force, springs, etc. This is achieved by constructing
a graph network representing the system and learning the interaction between the nodes of
the graph. This results into a post-interaction representation of the system, which is used
to predict the evolution of the system. In our case, we are interested to INs as a tool to
learn a fixed-size jet representation, that is used to train a jet classifier. In this respect,
INs are interesting because the can learn a sparse representation with an architecture that
(at least in principle) is similar to the 2 ! 1 recombination procedure that is followed to
cluster jets. To a certain extent, INs (and graph networks in general) seem to be more
QCD-compliant than other network architectures. For instance (see section 4), INs process
jet-constituent four-momenta in pairs and can potentially learn the metrics typically used
for jet clustering, such as the anti-kt [3], kt [2], or Cambridge-Aachen [1] jet algorithms. In
this paper, we investigate if this structural affinity to jet clustering algorithms translates
into a better tagging performance.

This paper is structured as follows: we provide in section 2 a list of related works. We
describe in section 3 the utilized dataset. The structure of the JEDI-net model is discussed
in section 4. Section 5 briefly introduces alternative benchmark models, based on other
DL architectures, whose design and optimization are discussed in Appendix A. Results are
shown in section 6. We conclude with a discussion and outlooks of this work in section 8.

– 2 –
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๏ One can pixelate the surface 
crossed by the jet and create 
an image with the momentum 
deposited in each cell 

๏ Such an image can then be 
processed with computing-
vision techniques 

๏ Pros: can benefit of the 
progresses made in optimizing 
computing vision 

๏ Cons: underlying assumption 
on detector geometry (regular 
array of pixels) made 
sacrificing information  of 
the actual detector

Jet as images (for ConvNN)
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is more di↵use for the QCD background which consists largely of gluon jets, which have an octet
radiation pattern, compared to the singlet radiation pattern of the W jets, where the radiation is
mostly restricted to the region between the two hard cores.
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Figure 2: The average jet image for signal W jets (top) and background QCD jets (bottom) before
(left) and after (right) applying the rotation, re-pixelation, and inversion steps of the pre-processing.
The average is taken over images of jets with 240 GeV < pT < 260 GeV and 65 GeV < mass < 95 GeV.

One standard pre-processing step that is often additionally applied in Computer Vision tasks is
normalization. A common normalization scheme is the L

2 norm such that
P

I
2
i = 1 where Ii is the

intensity of pixel i. This is particularly useful for the jet images where pixel intensities can span many

– 4 –
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FIG. 3. Jet classification performance for various input rep-
resentations of the RNN classifier, using kt topologies for the
embedding. The plot shows that there is significant improve-
ment from removing the image processing step and that sig-
nificant gains can be made with more accurate measurements
of the 4-momenta.

FIG. 4. Jet classification performance of the RNN classifier
based on various network topologies for the embedding (par-
ticles scenario). This plot shows that topology is significant,
as supported by the fact that results for kt, C/A and desc-pT
topologies improve over results for anti-kt, asc-pT and random
binary trees. Best results are achieved for C/A and desc-pT
topologies, depending on the metric considered.

further supported by the poor performance of the random
binary tree topology. We expected however that a simple
sequence (represented as a degenerate binary tree) based
on ascending and descending pT ordering would not per-
form particularly well, particularly since the topology
does not use any angular information. Surprisingly, the
simple descending pT ordering slightly outperforms the
RNNs based on kt and C/A topologies. The descending
pT network has the highest pT 4-momenta near the root
of the tree, which we expect to be the most important.
We suspect this is the reason that the descending pT out-
performs the ascending pT ordering on particles, but this
is not supported by the performance on towers. A similar
observation was already made in the context of natural
languages [24–26], where tree-based models have at best
only slightly outperformed simpler sequence-based net-
works. While recursive networks appear as a principled
choice, it is conjectured that recurrent networks may in
fact be able to discover and implicitly use recursive com-
positional structure by themselves, without supervision.
d. Gating The last factor that we varied was

whether or not to incorporate gating in the RNN. Adding
gating increases the number of parameters to 48,761, but
this is still about 20 times smaller than the number of
parameters in the MaxOut architectures used in previ-
ous jet image studies. Table I shows the performance of
the various RNN topologies with gating. While results
improve significantly with gating, most notably in terms
of R✏=50%, the trends in terms of topologies remain un-
changed.
e. Other variants Finally, we also considered a num-

ber of other variants. For example, we jointly trained
a classifier with the concatenated embeddings obtained
over kt and anti-kt topologies, but saw no significant
performance gain. We also tested the performance of
recursive activations transferred across topologies. For
instance, we used the recursive activation learned with
a kt topology when applied to an anti-kt topology and
observed a significant loss in performance. We also con-
sidered particle and tower level inputs with an additional
trimming preprocessing step, which was used for the jet
image studies, but we saw a significant loss in perfor-
mance. While the trimming degraded classification per-
formance, we did not evaluate the robustness to pileup
that motivates trimming and other jet grooming proce-
dures.

B. Infrared and Collinear Safety Studies

In proposing variables to characterize substructure,
physicists have been equally concerned with classification
performance and the ability to ensure various theoretical
properties of those variables. In particular, initial work
on jet algorithms focused on the Infrared-Collinear (IRC)
safe conditions:

• Infrared safety. The model is robust to augmenting
e with additional particles {vN+1, . . . ,vN+K} with

Q C D - I N S P I R E D  R E C U R S I V E  N E U R A L  N E T W O R K S
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kt

anti-kt

• choice of jet 
algorithm matters 

• GRU “gating” 
improves 
performance

anti-ktkt

Jet as a sentence

32

๏ PF reco is not the best match for computing vision 
techniques (e.g., convolutional neural networks) don’t 
work  

๏ one would have to convert the particles to a pixelated 
images, loosing resolution 

๏ Instead, list of particles can be processed by Deep 
Learning architectures designed for natural language 
processing (RNN, LSTMs, GRUs, …) 

๏ particles as words in a sentence 

๏ QCD is the grammar



๏ A network architecture 
suitable to process an 
ordered sequence of inputs 

๏ words in text processing 

๏ a time series 

๏ particles in a list 

๏ Could be used for a single 
jet or the full event  

๏ Next step: graph networks 
(active research 
direction)

Recurrent Neural Networks

33

Recurrent Neural Networks (RNNs)

I RNNs can process an arbitrarily length sequence

I Output is a fixed dimensional vector for each jet
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๏ HEP RAW data (at any level) are 
representable as a set of dots 

๏ hits in a tracker 

๏ signal recorded vs time in a TPC 

๏ cells in a calorimeter 

๏ These data are typically sparse 
and unordered 

๏ Because of this, they have to be 
forced into CNN of RNN 

๏ They fit much better Graph 
Networks

Jet as a graph
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6 S.R. Qasim et al.: Distance-weighted graph networks for irregular particle-detector geometries

single particle passing the central part of the calorimeter
before showering. The second pion passes the first layers
as a minimally ionizing particle and showers in the cen-
tral part of the calorimeter. Even though the two showers
largely overlap, the GravNet network (shown here as an
example) is able to identify and separate the two showers
very well. The track within the calorimeter is well identi-
fied and reconstructed and the energy fractions properly
assigned, even in the parts where the two showers heav-
ily overlap. Similar performance can be observed with the
other investigated methods.

(a) Truth

(b) Reconstructed

Fig. 3: Comparison of true energy fractions and energy
fractions reconstructed by the GravNet model for two
charged pions with approx. 50GeV energy showering in
di↵erent parts of the calorimeter. Colours indicate the
fraction belonging to each of the showers. The size of the
markers scales with the square root of the energy deposit
in each sensor.

Quantitatively, the performance of the models is com-
pared using the mean loss (µL) on the test data set, as well

as the clustering response as defined in Equations 2 and 3.
For every event, we define one of the shower as the test
shower and the other overlapping shower as noise shower.
Performance characteristics are evaluated only for the test
shower and are quantified by the mean (µR) and variance
(�R) of the response in the test data set. In addition, we
define clustering accuracy (A) as the fraction of show-
ers with response between 0.7 and 1.3. Given that some
showers are not properly clustered, the response distribu-
tion has a small fraction of outliers that disturb its other-
wise rather Gaussian shape. Therefore, test showers with
response less than 0.2 and higher than 2.8 are removed,
resulting in the response kernel mean µ⇤

R and variance �⇤
R.

The reconstruction of hits with significant overlaps is par-
ticularly challenging. Therefore, we also evaluate the per-
formance of the models restricted to those sensors with
energy fractions between 0.2 and 0.8.

As listed in Table 2, the GravNet layer outperforms
the other approaches as far as the inclusive metrics are
concerned, including even the more resource-intensiveDG-
CNN model. The GarNet model is slightly worse than
the DGCNN model but still outperforms the binning ap-
proach as far as the reconstruction of individual shower
hit fractions is concerned, represented by the loss func-
tion. However, with respect to the clustering response, the
binning model outperforms the GarNet and DGCNN
model slightly. For the overlapping parts of the show-
ers, the graph based approaches outperform the binning
approach. The DGCNN and GravNet model perform
equally well, and the GarNet model lies in-between the
binning approach and GravNet.

Table 2: Mean and variance of loss, response, and response
within the Gaussian kernel as well as clustering accuracy.

Inclusive
µL �L µR �R µ⇤

R �⇤
R A

Binning 0.191 0.017 1.083 0.183 1.046 0.057 0.867
DGCNN 0.174 0.012 1.082 0.179 1.045 0.052 0.881
GarNet 0.182 0.011 1.086 0.190 1.048 0.055 0.872
GravNet 0.172 0.012 1.077 0.173 1.042 0.049 0.886

Overlapping showers (20-80%)
µL �L µR �R µ⇤

R �⇤
R A

Binning 0.163 0.0045 1.005 0.099 1.004 0.096 0.697
DGCNN 0.154 0.0046 1.004 0.090 1.002 0.087 0.728
GarNet 0.157 0.0048 1.005 0.095 1.004 0.092 0.714
GravNet 0.156 0.0047 1.004 0.091 1.003 0.088 0.721

One should notice that part of the incorrectly pre-
dicted events are actually correctly clustered events in
which the test shower is labelled as noise shower (shower
swapping). Since the labelling is irrelevant in a clustering
problem, this behavior is not a real ine�ciency of the al-
gorithm. We denote by s the fraction of events where this
behaviour is observed. In Table 3, we calculate the loss for
both choices and evaluate the performance parameters for
the assignment that minimises the loss. The binning model
shows the largest fraction of swapped showers. The di↵er-
ence in response between the best-performing GravNet



๏ Graphs Nets are architectures based on 
an abstract representation of a given 
dataset 

๏ Each example in a dataset is 
represented as a set of vertices 

๏ Each vertex is embedded in the 
graph as a vector of features 

๏ Vertices are connected through 
links 

๏ Messages are passed through links 
and aggregated on the vertices 

๏ A new representation of each node 
is created, based on the 
information gathered across the 
graph
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m3→2 = g( ⃗f3, ⃗f2)
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m6→2 = g( ⃗f6, ⃗f2)
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v′�1 = ⃗f ′�1(m2→1, . . . , m6→1)

v′�2 = ⃗f ′�2(m1→2, . . . , m6→2)

v′�4 = ⃗f ′�4(m1→4, . . . , m6→4)

v′�5 = ⃗f ′�5(m1→5, . . . , m6→5)

v′�6 = ⃗f ′�6(m1→6, . . . , m5→6)

v′�3 = ⃗f ′�3(m1→3, . . . , m6→3)
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๏ The inference step usually 
happens on each vertex 

๏ But, depending on the problem, 
it might happen across the 
graph 

๏ Usually, this is done with a 
DNN taking 

๏ the initial features fi 

๏ the learned representation 
fi’ 

๏ [optional] some ground-truth 
label (for classifiers)
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Figure 3.1: Pruning the synapses and neurons of a deep neural network.

the connections that have been removed. The phases of pruning and retraining may be repeated
iteratively to further reduce network complexity. In effect, this training process learns the network
connectivity in addition to the weights — this parallels the human brain development [109] [110],
where excess synapses formed in the first few months of life are gradually "pruned", with neurons
losing little-used connections while preserving the functionally important connections.

On the ImageNet dataset, the pruning method reduced the number of parameters of AlexNet
by a factor of 9× (61 to 6.7 million), without incurring accuracy loss. Similar experiments with
VGG-16 found that the total number of parameters can be reduced by 13× (138 to 10.3 million),
again with no loss of accuracy. We also experimented with the more efficient fully-convolutional
neural networks: GoogleNet (Inception-V1), SqueezeNet, and ResNet-50, which have zero or very
thin fully connected layers. From these experiments we find that they share very similar pruning
ratios before the accuracy drops: 70% of the parameters in those fully-convolutional neural networks
can be pruned. GoogleNet is pruned from 7 million to 2 million parameters, SqueezeNet from 1.2
million to 0.38 million, and ResNet-50 from 25.5 million to 7.47 million, all with no loss of Top-1 and
Top-5 accuracy on Imagenet.

In the following sections, we provide solutions on how to prune neural networks and how to
retrain the pruned model to recover prediction accuracy. We also demonstrate the speedup and
energy efficiency improvements of the pruned model when run on commodity hardware.

3.2 Pruning Methodology

Our pruning method employs a three-step process: training connectivity, pruning connections,
and retraining the remaining weights. The last two steps can be done iteratively to obtain better
compression ratios. The process is illustrated in Figure 3.2 and Algorithm 1.

→ 70% reduction of weights 
and multiplications w/o 
performance loss
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the connections that have been removed. The phases of pruning and retraining may be repeated
iteratively to further reduce network complexity. In effect, this training process learns the network
connectivity in addition to the weights — this parallels the human brain development [109] [110],
where excess synapses formed in the first few months of life are gradually "pruned", with neurons
losing little-used connections while preserving the functionally important connections.

On the ImageNet dataset, the pruning method reduced the number of parameters of AlexNet
by a factor of 9× (61 to 6.7 million), without incurring accuracy loss. Similar experiments with
VGG-16 found that the total number of parameters can be reduced by 13× (138 to 10.3 million),
again with no loss of accuracy. We also experimented with the more efficient fully-convolutional
neural networks: GoogleNet (Inception-V1), SqueezeNet, and ResNet-50, which have zero or very
thin fully connected layers. From these experiments we find that they share very similar pruning
ratios before the accuracy drops: 70% of the parameters in those fully-convolutional neural networks
can be pruned. GoogleNet is pruned from 7 million to 2 million parameters, SqueezeNet from 1.2
million to 0.38 million, and ResNet-50 from 25.5 million to 7.47 million, all with no loss of Top-1 and
Top-5 accuracy on Imagenet.

In the following sections, we provide solutions on how to prune neural networks and how to
retrain the pruned model to recover prediction accuracy. We also demonstrate the speedup and
energy efficiency improvements of the pruned model when run on commodity hardware.

3.2 Pruning Methodology

Our pruning method employs a three-step process: training connectivity, pruning connections,
and retraining the remaining weights. The last two steps can be done iteratively to obtain better
compression ratios. The process is illustrated in Figure 3.2 and Algorithm 1.
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the connections that have been removed. The phases of pruning and retraining may be repeated
iteratively to further reduce network complexity. In effect, this training process learns the network
connectivity in addition to the weights — this parallels the human brain development [109] [110],
where excess synapses formed in the first few months of life are gradually "pruned", with neurons
losing little-used connections while preserving the functionally important connections.

On the ImageNet dataset, the pruning method reduced the number of parameters of AlexNet
by a factor of 9× (61 to 6.7 million), without incurring accuracy loss. Similar experiments with
VGG-16 found that the total number of parameters can be reduced by 13× (138 to 10.3 million),
again with no loss of accuracy. We also experimented with the more efficient fully-convolutional
neural networks: GoogleNet (Inception-V1), SqueezeNet, and ResNet-50, which have zero or very
thin fully connected layers. From these experiments we find that they share very similar pruning
ratios before the accuracy drops: 70% of the parameters in those fully-convolutional neural networks
can be pruned. GoogleNet is pruned from 7 million to 2 million parameters, SqueezeNet from 1.2
million to 0.38 million, and ResNet-50 from 25.5 million to 7.47 million, all with no loss of Top-1 and
Top-5 accuracy on Imagenet.
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iteratively to further reduce network complexity. In effect, this training process learns the network
connectivity in addition to the weights — this parallels the human brain development [109] [110],
where excess synapses formed in the first few months of life are gradually "pruned", with neurons
losing little-used connections while preserving the functionally important connections.

On the ImageNet dataset, the pruning method reduced the number of parameters of AlexNet
by a factor of 9× (61 to 6.7 million), without incurring accuracy loss. Similar experiments with
VGG-16 found that the total number of parameters can be reduced by 13× (138 to 10.3 million),
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thin fully connected layers. From these experiments we find that they share very similar pruning
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the connections that have been removed. The phases of pruning and retraining may be repeated
iteratively to further reduce network complexity. In effect, this training process learns the network
connectivity in addition to the weights — this parallels the human brain development [109] [110],
where excess synapses formed in the first few months of life are gradually "pruned", with neurons
losing little-used connections while preserving the functionally important connections.

On the ImageNet dataset, the pruning method reduced the number of parameters of AlexNet
by a factor of 9× (61 to 6.7 million), without incurring accuracy loss. Similar experiments with
VGG-16 found that the total number of parameters can be reduced by 13× (138 to 10.3 million),
again with no loss of accuracy. We also experimented with the more efficient fully-convolutional
neural networks: GoogleNet (Inception-V1), SqueezeNet, and ResNet-50, which have zero or very
thin fully connected layers. From these experiments we find that they share very similar pruning
ratios before the accuracy drops: 70% of the parameters in those fully-convolutional neural networks
can be pruned. GoogleNet is pruned from 7 million to 2 million parameters, SqueezeNet from 1.2
million to 0.38 million, and ResNet-50 from 25.5 million to 7.47 million, all with no loss of Top-1 and
Top-5 accuracy on Imagenet.

In the following sections, we provide solutions on how to prune neural networks and how to
retrain the pruned model to recover prediction accuracy. We also demonstrate the speedup and
energy efficiency improvements of the pruned model when run on commodity hardware.

3.2 Pruning Methodology

Our pruning method employs a three-step process: training connectivity, pruning connections,
and retraining the remaining weights. The last two steps can be done iteratively to obtain better
compression ratios. The process is illustrated in Figure 3.2 and Algorithm 1.
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Figure 2: Illustration of the IN classifier. The particle feature matrix X is multiplied by the receiving
and sending matrices RR and RS to build the particle-particle interaction feature matrix Bp�p.
Similarly, the particle feature matrix X and the vertex feature matrix Y are multiplied by the
adjacency matrices RK and RV , respectively, to build the particle-vertex interaction feature matrix
Bp�v. These pairs are then processed by the interaction functions f

p�p

R
and f

p�v

R
, and the post-

interaction function fO, which are expressed as neural networks and learned in the training process.
This procedure creates a learned representation of the each particle’s post-interaction features, given
by Np vectors of size DO. The Np vectors are summed, giving Do features for the entire jet, which is
given as input to a classifier �C , also represented by a neural network. More details on the various
steps are given in the text.
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Figure 3: Two example graphs with 3 particles and 2 vertices and the corresponding edges.

each other through Np�v = NpNv undirected edges. This is pictorially represented in Fig. 3 for the
case of a three particles and two vertices.

For the first graph, a receiving matrix (RR) and a sending matrix (RS) are defined, both of size
Np ⇥ Np�p. The element (RR)ij is set to 1 when the i

th particle receives the j
th edge and is 0

otherwise. Similarly, the element (RS)ij is set to 1 when the i
th particle sends the j

th edge and is 0
otherwise. For the second graph, the corresponding adjacency matrices RK (of size Np ⇥Np�v) and
RV (of size Nv ⇥ Np�v are defined. In the example of Fig. 3, the RR, RS , RK , and RV matrices
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Figure 4. Distributions of the jet constituent kinematic features described in the text.
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Figure 5. An example graph with three fully connected vertices and the corresponding six edges.

case of a three-vertex graph. The vertices and edges are labeled for practical reasons, but
the network architecture ensures that the labeling convention plays no role in creating the
new representation.

Once the graph is built, a receiving matrix (RR), and a sending matrix (RS) are defined.
Both matrices have dimensions NO⇥NE . The element (RR)ij is set to 1 when the i

th vertex
receives the j

th edge and is 0 otherwise. Similarly, the element (RS)ij is set to 1 when the
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Figure 3.1: Pruning the synapses and neurons of a deep neural network.

the connections that have been removed. The phases of pruning and retraining may be repeated
iteratively to further reduce network complexity. In effect, this training process learns the network
connectivity in addition to the weights — this parallels the human brain development [109] [110],
where excess synapses formed in the first few months of life are gradually "pruned", with neurons
losing little-used connections while preserving the functionally important connections.

On the ImageNet dataset, the pruning method reduced the number of parameters of AlexNet
by a factor of 9× (61 to 6.7 million), without incurring accuracy loss. Similar experiments with
VGG-16 found that the total number of parameters can be reduced by 13× (138 to 10.3 million),
again with no loss of accuracy. We also experimented with the more efficient fully-convolutional
neural networks: GoogleNet (Inception-V1), SqueezeNet, and ResNet-50, which have zero or very
thin fully connected layers. From these experiments we find that they share very similar pruning
ratios before the accuracy drops: 70% of the parameters in those fully-convolutional neural networks
can be pruned. GoogleNet is pruned from 7 million to 2 million parameters, SqueezeNet from 1.2
million to 0.38 million, and ResNet-50 from 25.5 million to 7.47 million, all with no loss of Top-1 and
Top-5 accuracy on Imagenet.

In the following sections, we provide solutions on how to prune neural networks and how to
retrain the pruned model to recover prediction accuracy. We also demonstrate the speedup and
energy efficiency improvements of the pruned model when run on commodity hardware.

3.2 Pruning Methodology

Our pruning method employs a three-step process: training connectivity, pruning connections,
and retraining the remaining weights. The last two steps can be done iteratively to obtain better
compression ratios. The process is illustrated in Figure 3.2 and Algorithm 1.

→ 70% reduction of weights 
and multiplications w/o 
performance loss

Figure 6. A flowchart illustrating the interaction network scheme.
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th edge and is 0 otherwise. In the case of the graph of Fig. 5, the two
matrices take the form:
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The input graph is represented by a matrix I. Each column of the matrix corresponds
to one of the graph vertices (the jet particles in our case), while the rows correspond to
the P features used to represent each vertex (the 16 features shown in Fig. 4 in our case).
Therefore, the I matrix has dimensions P ⇥ NO.

The I matrix is processed by the IN in a series of steps, represented in Fig. 6. The I

matrix is multiplied by the RR and RS matrices and the two resulting matrices are then
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the connections that have been removed. The phases of pruning and retraining may be repeated
iteratively to further reduce network complexity. In effect, this training process learns the network
connectivity in addition to the weights — this parallels the human brain development [109] [110],
where excess synapses formed in the first few months of life are gradually "pruned", with neurons
losing little-used connections while preserving the functionally important connections.

On the ImageNet dataset, the pruning method reduced the number of parameters of AlexNet
by a factor of 9× (61 to 6.7 million), without incurring accuracy loss. Similar experiments with
VGG-16 found that the total number of parameters can be reduced by 13× (138 to 10.3 million),
again with no loss of accuracy. We also experimented with the more efficient fully-convolutional
neural networks: GoogleNet (Inception-V1), SqueezeNet, and ResNet-50, which have zero or very
thin fully connected layers. From these experiments we find that they share very similar pruning
ratios before the accuracy drops: 70% of the parameters in those fully-convolutional neural networks
can be pruned. GoogleNet is pruned from 7 million to 2 million parameters, SqueezeNet from 1.2
million to 0.38 million, and ResNet-50 from 25.5 million to 7.47 million, all with no loss of Top-1 and
Top-5 accuracy on Imagenet.

In the following sections, we provide solutions on how to prune neural networks and how to
retrain the pruned model to recover prediction accuracy. We also demonstrate the speedup and
energy efficiency improvements of the pruned model when run on commodity hardware.

3.2 Pruning Methodology

Our pruning method employs a three-step process: training connectivity, pruning connections,
and retraining the remaining weights. The last two steps can be done iteratively to obtain better
compression ratios. The process is illustrated in Figure 3.2 and Algorithm 1.
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the connections that have been removed. The phases of pruning and retraining may be repeated
iteratively to further reduce network complexity. In effect, this training process learns the network
connectivity in addition to the weights — this parallels the human brain development [109] [110],
where excess synapses formed in the first few months of life are gradually "pruned", with neurons
losing little-used connections while preserving the functionally important connections.

On the ImageNet dataset, the pruning method reduced the number of parameters of AlexNet
by a factor of 9× (61 to 6.7 million), without incurring accuracy loss. Similar experiments with
VGG-16 found that the total number of parameters can be reduced by 13× (138 to 10.3 million),
again with no loss of accuracy. We also experimented with the more efficient fully-convolutional
neural networks: GoogleNet (Inception-V1), SqueezeNet, and ResNet-50, which have zero or very
thin fully connected layers. From these experiments we find that they share very similar pruning
ratios before the accuracy drops: 70% of the parameters in those fully-convolutional neural networks
can be pruned. GoogleNet is pruned from 7 million to 2 million parameters, SqueezeNet from 1.2
million to 0.38 million, and ResNet-50 from 25.5 million to 7.47 million, all with no loss of Top-1 and
Top-5 accuracy on Imagenet.

In the following sections, we provide solutions on how to prune neural networks and how to
retrain the pruned model to recover prediction accuracy. We also demonstrate the speedup and
energy efficiency improvements of the pruned model when run on commodity hardware.

3.2 Pruning Methodology

Our pruning method employs a three-step process: training connectivity, pruning connections,
and retraining the remaining weights. The last two steps can be done iteratively to obtain better
compression ratios. The process is illustrated in Figure 3.2 and Algorithm 1.
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Figure 2: Illustration of the IN classifier. The particle feature matrix X is multiplied by the receiving
and sending matrices RR and RS to build the particle-particle interaction feature matrix Bp�p.
Similarly, the particle feature matrix X and the vertex feature matrix Y are multiplied by the
adjacency matrices RK and RV , respectively, to build the particle-vertex interaction feature matrix
Bp�v. These pairs are then processed by the interaction functions f

p�p

R
and f

p�v

R
, and the post-

interaction function fO, which are expressed as neural networks and learned in the training process.
This procedure creates a learned representation of the each particle’s post-interaction features, given
by Np vectors of size DO. The Np vectors are summed, giving Do features for the entire jet, which is
given as input to a classifier �C , also represented by a neural network. More details on the various
steps are given in the text.

p3

p1 p2
(p-p)1

(p-p)2 (p-p)3

(p-p)4

(p-p)5 (p-p)6

p3

p1 p2

v1 v2

(p-v)1 (p-v)4
(p-v)2 (p-v)3

(p-v)5 (p-v)6

Figure 3: Two example graphs with 3 particles and 2 vertices and the corresponding edges.

each other through Np�v = NpNv undirected edges. This is pictorially represented in Fig. 3 for the
case of a three particles and two vertices.

For the first graph, a receiving matrix (RR) and a sending matrix (RS) are defined, both of size
Np ⇥ Np�p. The element (RR)ij is set to 1 when the i

th particle receives the j
th edge and is 0

otherwise. Similarly, the element (RS)ij is set to 1 when the i
th particle sends the j

th edge and is 0
otherwise. For the second graph, the corresponding adjacency matrices RK (of size Np ⇥Np�v) and
RV (of size Nv ⇥ Np�v are defined. In the example of Fig. 3, the RR, RS , RK , and RV matrices
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Figure 3.1: Pruning the synapses and neurons of a deep neural network.

the connections that have been removed. The phases of pruning and retraining may be repeated
iteratively to further reduce network complexity. In effect, this training process learns the network
connectivity in addition to the weights — this parallels the human brain development [109] [110],
where excess synapses formed in the first few months of life are gradually "pruned", with neurons
losing little-used connections while preserving the functionally important connections.

On the ImageNet dataset, the pruning method reduced the number of parameters of AlexNet
by a factor of 9× (61 to 6.7 million), without incurring accuracy loss. Similar experiments with
VGG-16 found that the total number of parameters can be reduced by 13× (138 to 10.3 million),
again with no loss of accuracy. We also experimented with the more efficient fully-convolutional
neural networks: GoogleNet (Inception-V1), SqueezeNet, and ResNet-50, which have zero or very
thin fully connected layers. From these experiments we find that they share very similar pruning
ratios before the accuracy drops: 70% of the parameters in those fully-convolutional neural networks
can be pruned. GoogleNet is pruned from 7 million to 2 million parameters, SqueezeNet from 1.2
million to 0.38 million, and ResNet-50 from 25.5 million to 7.47 million, all with no loss of Top-1 and
Top-5 accuracy on Imagenet.

In the following sections, we provide solutions on how to prune neural networks and how to
retrain the pruned model to recover prediction accuracy. We also demonstrate the speedup and
energy efficiency improvements of the pruned model when run on commodity hardware.

3.2 Pruning Methodology

Our pruning method employs a three-step process: training connectivity, pruning connections,
and retraining the remaining weights. The last two steps can be done iteratively to obtain better
compression ratios. The process is illustrated in Figure 3.2 and Algorithm 1.
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Figure 2: Illustration of the IN classifier. The particle feature matrix X is multiplied by the receiving
and sending matrices RR and RS to build the particle-particle interaction feature matrix Bp�p.
Similarly, the particle feature matrix X and the vertex feature matrix Y are multiplied by the
adjacency matrices RK and RV , respectively, to build the particle-vertex interaction feature matrix
Bp�v. These pairs are then processed by the interaction functions f

p�p

R
and f

p�v

R
, and the post-

interaction function fO, which are expressed as neural networks and learned in the training process.
This procedure creates a learned representation of the each particle’s post-interaction features, given
by Np vectors of size DO. The Np vectors are summed, giving Do features for the entire jet, which is
given as input to a classifier �C , also represented by a neural network. More details on the various
steps are given in the text.
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Figure 3: Two example graphs with 3 particles and 2 vertices and the corresponding edges.

each other through Np�v = NpNv undirected edges. This is pictorially represented in Fig. 3 for the
case of a three particles and two vertices.

For the first graph, a receiving matrix (RR) and a sending matrix (RS) are defined, both of size
Np ⇥ Np�p. The element (RR)ij is set to 1 when the i

th particle receives the j
th edge and is 0

otherwise. Similarly, the element (RS)ij is set to 1 when the i
th particle sends the j

th edge and is 0
otherwise. For the second graph, the corresponding adjacency matrices RK (of size Np ⇥Np�v) and
RV (of size Nv ⇥ Np�v are defined. In the example of Fig. 3, the RR, RS , RK , and RV matrices
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representation as 
input to a 
classifier that 
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๏ The three networks 
are simultaneously 
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representation is 
chosen to help the 
classification
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Figure 7. ROC curves for JEDI-net and the three alternative models, computed for gluons (top-
left), light quarks (top-right), W (center-left) and Z (center-right) bosons, and top quarks (bottom).
The solid lines represent the average ROC curves derived from 10 k-fold trainings of each model.
The shaded bands around the average lines are represent one standard deviation, computed with
the same 10 k-fold trainings.
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๏ We used an Interaction 
Network to tag H->bb jets 
with CMS GEANT4 simulated 
data (from CERN Open Data) 

๏ Fully realistic dataset, 
with instrumental noise, 
pileup, etc. 

๏ We model the problem with 
particle-to-particle & 
particle-to-vertex 
interactions 

๏ Gain is substantial, even if 
we penalise the network NOT 
TO LEARN the jet mass

Big gains are possible
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q/g

 t→Wb→qqb h→bb

 W/Z→qqb

Figure 1: Pictorial representation of ordinary quark and gluon jets (top left), b jets (top
center), and boosted-jet topology, emerging from high-pT W/Z bosons (top right), H bosons
(bottom left), and top quarks (bottom right) decaying to all-quarks final states.

approximately 1.5 ps, which induces a detectable displacement between the proton-collision
point and the point where the b quark decays.
The identification of jets from heavy resonances relies on jet substructure techniques, designed
to highlight the presence of clusters of particles, or prongs, inside the jet. An extensive
review of these techniques is provided in Ref. [1]. Additional discrimination is provided by
the reconstructed jet mass, usually computed after a jet grooming algorithm. A review of
the techniques used to reconstruct jets and their substructure at the LHC experiments can
be found in Ref. [2]. The jet mass plays a special role in physics analyses exploiting jet
substructure, as described for instance in Ref. [3]. The jet mass distribution is typically
used to separate jets from boosted heavy particles, characterized by a peaking distribution,
from the smoothly falling background, due to ordinary quark and gluon jets. For certain
applications, it is desirable to avoid any distortion of the jet mass distribution when applying
a jet-tagging selection.
Due to its lifetime, the presence of a b hadron inside of a jet results in a clean experimental
signature: a secondary vertex (SV), displaced from the primary vertex (PV). Modern particle
detectors are equipped with a vertex detector and can accurately determine SV positions and
their separation from the PV, even in a dense environment like a high-pT jet. This feature is
particularly important for tagging a Higgs boson decaying to a bottom quark-antiquark pair
(H æ bb) because all of the jet constituents originate from two displaced vertices.
Recently, several approaches based on deep learning have been proposed to optimize jet
tagging algorithms (see Sec. 2), both using expert features with dense layers or raw data
representations (e.g., images or lists of particle properties) with more complex architectures.
For instance, the CMS and ATLAS collaborations have investigated the optimal way to
combine substructure, tracking, and vertexing information to enhance the tagging e�ciency
for high-pT H æ bb decays [4–7]. This is an important task in particle physics because
measurements of high-pT H æ bb decays may help resolve the loop induced and tree-level
contributions to the gluon fusion process [8, 9] and provide an alternative approach to study
the top quark Yukawa coupling in addition to the ttH process [10, 11].

In this work, we propose to identify H æ bb jets with an interaction network (IN). In Ref. [12],
INs were introduced to describe complex physical systems and predict their evolution after
a certain amount of time. This was achieved by constructing graph networks to learn the
interactions between the physical objects, represented as the nodes of the graph. Although
there is no direct analogy between a set of physical objects evolving in time and the particle
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Figure 2: Two example graphs with 3 particles and 2 vertices and the corresponding edges.

4 The interaction network model

The IN is based on two input collections comprising Np particles, each represented by a
feature vector of length P , and Nv vertices, each represented by a feature vector of length
S. The input consists of an ensemble of X and Y matrices, with sizes P ◊ Np and P ◊ Nv,
respectively.
A particle graph Gp is constructed by connecting each particle to each other particle through
Npp = Np(Np ≠ 1) directed edges. Similarly, a particle-vertex graph Gpv is constructed by
connecting each particle to each vertex through Npv = NpNv undirected edges. This is
pictorially represented in Fig. 2 for the case of a three particles and two vertices. As shown
in the figure, the graph nodes and edges are arbitrary enumerated. The result of the graph
processing is independent of the labeling order, as described below.
For the graph Gp, a receiving matrix (RR) and a sending matrix (RS) are defined, both of
size Np ◊ Npp. The element (RR)ij is set to 1 when the i

th particle receives the j
th edge

and is 0 otherwise. Similarly, the element (RS)ij is set to 1 when the i
th particle sends the

j
th edge and is 0 otherwise. For the second graph, the corresponding adjacency matrices

RK (of size Np ◊ Nvp) and RV (of size Nv ◊ Nvp) are defined. In the example of Fig. 2, the
RR, RS , RK , and RV matrices would be written as:

RR =

Q

ca

(p ≠ p)1 (p ≠ p)2 (p ≠ p)3 (p ≠ p)4 (p ≠ p)5 (p ≠ p)6

p1 1 1 0 0 0 0
p2 0 0 1 1 0 0
p3 0 0 0 0 1 1

R

db (1)

RS =

Q

ca

(p ≠ p)1 (p ≠ p)2 (p ≠ p)3 (p ≠ p)4 (p ≠ p)5 (p ≠ p)6

p1 0 0 1 0 1 0
p2 1 0 0 0 0 1
p3 0 1 0 1 0 0

R

db (2)

RK =

Q

ca

(p ≠ v)1 (p ≠ v)2 (p ≠ v)3 (p ≠ v)4 (p ≠ v)5 (p ≠ v)6

p1 1 1 0 0 0 0
p2 0 0 1 1 0 0
p3 0 0 0 0 1 1

R

db (3)

RV =
A (p ≠ v)1 (p ≠ v)2 (p ≠ v)3 (p ≠ v)4 (p ≠ v)5 (p ≠ v)6

v1 1 0 1 0 1 0
v2 0 1 0 1 0 1

B
. (4)

The data flow of our IN model is pictorially represented in Fig. 3. The input processing starts
by creating the 2P ◊ Npp particle-particle interaction matrix Bpp and the (P + S) ◊ Nvp
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Figure 4: Performance of interaction network after applying adversarial training used to
decrease the degree to with the interaction network is dependent on the mass of the jet. This
results in a lower performance because the algorithm is forced to decorrelate jet mass.These
results are compared with the ROC curves for the deep double-b tagger, with and without a
mass sculpting technique using Kullback–Leibler divergence.

Model Accuracy AUC 1/Ábkg Ásig 1/DJS
@ Ásig = 30% @ Ábkg = 1% @ Ábkg = 1%

Interaction network 95.5% 99.0% 4160.3 82.7% 5.2
Interaction network, adversarial 94.6% 98.6% 2381.0 76.5% 124.6
Interaction network, QCD reweight 93.7% 98.3% 1864.9 73.2% 22.6
Interaction network, DDT – 98.5% 8055.0 75.3 % 2635.7
Deep double-b 91.1% 97.0% 578.0 58.9% 64.8
Deep double-b, mass decor. 88.4% 96.1% 224.6 47.9% 260.1

Model Accuracy AUC 1/Ábkg Ásig 1/DJS
@ Ásig = 30% @ Ábkg = 1% @ Ábkg = 1%

Interaction network 95.5% 99.0% 4160.3 82.7% 5.2
Deep double-b 91.1% 97.0% 578.0 58.9% 64.8
Interaction network, adversarial 94.6% 98.6% 2381.0 76.5% 124.6
Interaction network, QCD reweight 93.7% 98.3% 1864.9 73.2% 22.6
Interaction network, DDT – 98.5% 8055.0 75.3 % 2635.7
Deep double-b, mass decor. 88.4% 96.1% 224.6 47.9% 260.1

Table 1: Performance metrics of the di�erent models, including accuracy, area under the
ROC curve, background rejection at a true positive rate of 30%, and true positive rate and
mass decorrelation metric 1/DJS at a false positive rate of 1%.

in LHC collisions. This model can operate on a variable number of jet constituents and
secondary vertices and does not depend on the ordering schemes of these objects. The inter-
action network was trained on an a simulation dataset released by the CMS collaboration in
the CERN Open Data Portal. A significantly performance improvement is observed with
respect to the corresponding Deep Neural Network currently used in the CMS collaboration
(the DDB tagger). By design, our interaction network o�ers a more flexible representations
of jet data and a robustness against the noise generated by pileup collisions. The algorithm
implementation and its training code are available at Ref. [85].
Together with the best trained model, we presented additional models, obtained by applying
di�erent decorrelation techniques between the network score and the jet-mass distribution.
This was done to minimize the selection bias of the classifier output towards any values of
the jet mass, which would make this algorithm suitable for physics analyses relying on the jet
mass as a discrimination variable. As expected, the three decorrelation procedures result in
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๏ Pileup particles tend to spread across the full detector  

๏ Pileup introduces noise to any reconstruction algorithm, so we want 
to remove it 

๏ Easy for charged particles, since we can be tracked back to the 
vertex 

๏ What about the neutrals? 

Figure 1. Depiction of the effect of CHS. The full event (left), the event after CHS is applied
(middle) and the Ground Truth (right) are shown. Particles from the LV are shown in orange (dark)
and those from pileup in blue (light).

we dub PUPPIML. In addition, a model based on fully-connected Neural Networks and one
based on Gated Recurrent Units (GRU) [5] are presented for comparison.

We take as starting point for our study the PileUp Per Particle Identification (PUPPI) [1]
algorithm. Unlike many other pileup-removal algorithms, PUPPI is designed to assign a
weight to each particle. The weight quantifies how likely it is that a particle might have
originated from the Leading Vertex and is computed using the quantity:

↵�
i = log

X

j2event
⇠ij ⇥⇥(�Rij < Rmin)⇥⇥(�Rij < R0) , (1.1)

where i is the label of the considered particle in the event and ⇠ij = pTj/�R�
ij . �Rij =p

��2 +�⌘2 is the distance between the i-th and j-th particle in the plane identified by
the pseudorapidity ⌘ and the azimuthal angle �. R0 = 0.3 defines a cone around the i-th
particle and Rmin = 0.02 removes the region surrounding the i-th particle. In Ref. [1], ↵1

i is
found to be the optimal metric to quantify the so-called PUPPI, weight, based on the per-
event ↵1

i distribution. When Charged Hadron Subtraction (CHS, see Section 2) is applied
upstream to PUPPI, the sum in Eq.(1.1) is performed over the charged particles from the
LV, as opposed to the full event.

2 Related work

Owing to the CMS [6] and ATLAS [7] vertex resolution, charged particles from pileup
can be accurately removed, based on their vertex information, in particular in the central
region. This technique, referred to as CHS, greatly simplifies the problem, as can be seen
in Figure 1. The main challenge becomes correcting for the neutral pileup contribution,
for which sufficient vertex information is typically unavailable. Early approaches, such as
the area-subtraction method [8–11] employed in LHC Run I (2009-2012) analyses, correct
the event based only on the characteristic per-event pileup energy density. While they help
in obtaining unbiased estimates of the jets four-momenta, they are affected by a serious
resolution loss with increasing number of pileup interactions, even when extended to jet

– 2 –
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๏ Interesting event will 
produce localised clusters  
of particles 

๏ This difference is 
normally exploited to 
remove pileup 

๏ by computing the average 
energy density and 
subtracting it 

๏ by computing high-level 
features to select on
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Figure 1. Depiction of the effect of CHS. The full event (left), the event after CHS is applied
(middle) and the Ground Truth (right) are shown. Particles from the LV are shown in orange (dark)
and those from pileup in blue (light).

we dub PUPPIML. In addition, a model based on fully-connected Neural Networks and one
based on Gated Recurrent Units (GRU) [5] are presented for comparison.

We take as starting point for our study the PileUp Per Particle Identification (PUPPI) [1]
algorithm. Unlike many other pileup-removal algorithms, PUPPI is designed to assign a
weight to each particle. The weight quantifies how likely it is that a particle might have
originated from the Leading Vertex and is computed using the quantity:

↵�
i = log

X

j2event
⇠ij ⇥⇥(�Rij < Rmin)⇥⇥(�Rij < R0) , (1.1)

where i is the label of the considered particle in the event and ⇠ij = pTj/�R�
ij . �Rij =p

��2 +�⌘2 is the distance between the i-th and j-th particle in the plane identified by
the pseudorapidity ⌘ and the azimuthal angle �. R0 = 0.3 defines a cone around the i-th
particle and Rmin = 0.02 removes the region surrounding the i-th particle. In Ref. [1], ↵1

i is
found to be the optimal metric to quantify the so-called PUPPI, weight, based on the per-
event ↵1

i distribution. When Charged Hadron Subtraction (CHS, see Section 2) is applied
upstream to PUPPI, the sum in Eq.(1.1) is performed over the charged particles from the
LV, as opposed to the full event.

2 Related work

Owing to the CMS [6] and ATLAS [7] vertex resolution, charged particles from pileup
can be accurately removed, based on their vertex information, in particular in the central
region. This technique, referred to as CHS, greatly simplifies the problem, as can be seen
in Figure 1. The main challenge becomes correcting for the neutral pileup contribution,
for which sufficient vertex information is typically unavailable. Early approaches, such as
the area-subtraction method [8–11] employed in LHC Run I (2009-2012) analyses, correct
the event based only on the characteristic per-event pileup energy density. While they help
in obtaining unbiased estimates of the jets four-momenta, they are affected by a serious
resolution loss with increasing number of pileup interactions, even when extended to jet
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Figure 1: The distribution of ↵i, over many events, for particles i from the leading vertex

(gray filled) and particles from pileup (blue) in a dijet sample. For ↵F
i (left) we sum over all

particles as defined in Eqs. (2.1) or (2.4), for ↵C
i (right) we sum over charged particles from

the leading vertex as defined in Eq. (2.3). Both distributions consider only particles with a

pT > 1 GeV. Dotted and solid lines refer to neutral and charged particles respectively.

charged particles from the leading vertex as a proxy for all particles from the leading vertex.

To be explicit, in the central region the sum in Eq. (2.1) can be decomposed as

X

j

=
X

j2Ch,PU

+
X

j2Ch,LV

+
X

j2Neutral

, (2.2)

where Ch,PU refers to charged pileup, Ch,LV refers to charged particles from the leading

vertex, and Neutral refers to all neutral particles both from pileup and the leading vertex.

This leads to defining two versions of ↵ for when tracking information is and is not available.

↵C
i = log

X

j2Ch,LV

⇠ij ⇥(Rmin  �Rij  R0), (2.3)

↵F
i = log

X

j2event
⇠ij ⇥(Rmin  �Rij  R0). (2.4)

Notice that ↵F
i ⌘ ↵i in Eq. (2.1). Here it is renamed to stress the fact that we use this version

of ↵i in the forward region of the detector, as opposed to ↵C
i which is used in the central

region. E↵ectively, when tracking information is not available, we assume all particles in the

sum are from the leading vertex. While there are noise contributions from pileup, these are

suppressed relative to contributions from leading vertex particles by the pTj in the numerator.

Thus the algorithm can still assign weights in regions where there is no tracking.

Fig. 1 (right) shows the distributions of ↵C . When there are no particles from the leading

vertex around particle i to sum over, formally ↵i ! �1. In these cases the particle is assumed
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spectrum is generated such that the pT of the 2 ! 2 process is roughly flat across the range

15 � 500 GeV, in order to maintain reasonable statistics across di↵erent kinematic ranges.

Pileup events are generated as zero-bias soft QCD events and overlaid onto the hard scatter

event. Further details of the simulation are discussed in Sec. 3.

2.1 The Local Shape

For each particle i we define a shape

↵i = log
X

j2event
⇠ij ⇥ ⇥(Rmin  �Rij  R0), (2.1)

where ⇠ij =
pTj

�Rij
.

Throughout the paper we use ⇥(Rmin  �Rij  R0) as a shorthand notation for ⇥(�Rij �

Rmin)⇥⇥(R0��Rij), where ⇥ is the Heaviside step function. �Rij is the distance between

particles i and j in ⌘�-space and pTj is the transverse momentum of particle j measured in

units of GeV. R0 defines a cone around each particle i, so that only particles within the cone

enter the calculation of ↵i. In addition, particles closer to i than Rmin are discarded from the

sum, with Rmin e↵ectively serving as a regulator for collinear splittings of particle i. Here we

use R0 = 0.3 and Rmin = 0.022. Note that the logarithm is outside of the sum so it plays

no role in the infrared-collinear behavior of the variable and just serves to rescale the range.

The choice of ⇠ij is discussed in more detail in Sec. 2.4.

Fig. 1 (left) shows a sample distribution of ↵ for particles from the leading vertex and

pileup. Due to the collinear singularity of the parton shower, a particle i from a hard physics

process is likely to be near other particles from the same parent process so that ↵i tends to

be larger. On the other hand, we expect pileup particles to have no shower-like structure and

to be uncorrelated with particles from the leading vertex and so only to be spatially near by

chance3. So, ↵i tends to be smaller if i is a pileup particle. In fact, this implies that the ideal

version of Eq. (2.1) would sum over particles from the leading vertex and ignore those from

pileup. While we obviously do not know a priori which particles are from the leading vertex,

we do have a handle on charged particles in the central (|⌘| . 2.5 for ATLAS and CMS)

region of the detector. In that region, tracking information provides the ability to distinguish

charged tracks originating from the leading vertex and charged tracks originating from pileup.

Associating these tracks to particles can be done with the particle flow algorithm [21] which

combines measurements from various detector subsystems to define individual candidates4.

Using particle flow, identified candidates can be sorted into three classes: neutral particles,

charged hadrons from the leading vertex, and charged hadrons from pileup. Thus we can use

2This choice of Rmin is related to typical detector resolutions, as discussed in more detail in Sec. 3.
3It is worth noting that stochastic pileup jets can be found by jet algorithms. This is due to locally high

pileup densities rather than a sequence of collinear parton branchings. As this results in a di↵erent radiation

pattern on average, pileup jet removal uses di↵erences in jet shapes to remove these pileup jets [4].
4The use of particles is not strictly necessary. In principle the algorithm can be performed with calorimeter

cells and charged tracks as inputs. We discuss this later in Sec. 5.
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PUPPI algorithm, arXiv:1407.6013.

https://arxiv.org/pdf/1407.6013.pdf


๏ Use Gated Graph Neural Network (GGNN), a special kind of message-passing 
architecture 

๏ Start from a set of particles, each represented as a set of features h 

๏ Build the graph 

๏ Use the GRU sequential processing to “pass” the message and evolve it, 
depending on the next inputs 

Graph Networks for PU removal
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Fig. 2. Conceptual depiction of the GGNN model architecture. The event is pre-processed by linking local particles together,
after which it is fed to 3 GGNN layers with time-steps [2, 1, 1] and including a residual connection from the first to the third
layer. This is then passed, individually per graph node, to a fully-connected network that outputs a [0,1] pileup classification
score. Adam is used with a learning rate of 0.004 to minimize the binary cross-entropy. The output of the network is checked
to be a well-calibrated probability.

– The PUPPI weight associated to the particle: a number between 0 and 1 that can be related to the probability of
the particle being pileup.

– A flag set to 1 for charged particles from the LV, -1 for charged pileup particles and 0 for all neutral particles. This
flag provides a simple encoding for when CHS is used.

– A pileup flag indicating whether the particle belongs to the hard scattering or to any of the pileup vertices. This
information is used as the ground truth later on.

We assume units such that h̄ = c = 1. Furthermore, we store for each event the median pT per unit area in (⌘,�) for
all particles (⇢), for all charged particles alone (⇢C), and for all neutral particles alone (⇢N ).

4 Network architectures

PUPPI can be straightforwardly interpreted as a per particle classification algorithm. Under this point of view, tra-
ditional metrics such as the Receiver Operating Characteristic (ROC) curve (true positive rate against false positive
rate) or the accuracy (fraction of correctly classified particles) can be used. The choice of the shape variable ↵1 is then
driven by its discriminating power, with the underlying assumption that a better classification performance should
correlate with a better reconstruction of physics-motivated quantities which are relevant to study these data. For all
the investigated network architectures, we generalize this approach to multiple shape variables, indicated from now
on as features. We feed as input to our networks all the particles, with all the features discussed in Sec. 3 except for
the pileup flag, which we use as the training ground truth. The global features are concatenated to each particle’s
individual features. An generalization of PUPPI by mean of ML techniques is already discussed in Ref. [1], where it is
asserted that training a Boosted Decision Tree modestly improves performance when compared to the use of ↵1 as
discriminating quantity.

Our most straightforward model makes use of two stacked fully-connected hidden layers and a final single-neuron
layer with a sigmoid activation function. This network is trained, as all the other models, to minimize a binary
cross-entropy loss function using the Adam optimizer [32]. This model stands out for its simplicity, as it operates on
each particle completely independently of the others, but su↵ers from a clear issue: while the input includes global
(⇢, ⇢C , ⇢N ) and local (↵C

i ,↵
F
i ) features, the network has no mechanism by which it could learn these or similar features.

Extending the network architecture beyond a simple per-particle processing, one could overcome this limitation.
To this purpose, di↵erent network architectures can be chosen. Reference [24] describes an approach based on CNNs.
Motivated by the arguments described in Sec. 2, we complement the results of Ref. [24] by studying GRUs and GGNNs.
Both these architectures take as input the full list of particles in the event, outputting a per-particle label.

The GRU is a recurrent neural network architecture that sequentially processes each item of an input list, based
on the outcome of previous-item processing. While making no assumption on the underlying detector geometry, the
GRU architecture implies the use of a ranking principle to order the items in the input list. In our study, the inout
list contains the particles in the event, which are ordered by their pT value. This is one of the many arbitrary choices
that one could make. In the network, we make use of a bidirectional GRU layer, i.e., we consider both increasing- and
decreasing-pT ordering. The output of this layer is concatenated to each particle’s features. We show that this approach
does not improve the classification performance with respect to DNNs and traditional methods. This is mainly due by
the fact that GRUs require a global ordering criterion, while the information determining if a given particles belongs
to the LV or originates from pileuphas mainly to due with the particle’s local neighborhood.



Building the graph
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๏ Start with one particle (the red one) 

๏ Connect it to the closest ones (R<R0) with 
one kind of link 

๏ Connect it to the next-to-closest ones with 
a different kind of link 

๏ … 

๏ Each link comes with a message

mj =
1
N

N

∑
j

mv,vj
= ∑

j

A × fj
Messages

Learnable matrix 
(different for different 

kinds of links

features of 
the j-th vertex

gathered 
information



๏ The procedure is repeated T times (back and forth) 
using a GRU with n steps

Multiple message passing
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Done 3 times (for 3 GRU layers)
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Fig. 2. Conceptual depiction of the GGNN model architecture. The event is pre-processed by linking local particles together,
after which it is fed to 3 GGNN layers with time-steps [2, 1, 1] and including a residual connection from the first to the third
layer. This is then passed, individually per graph node, to a fully-connected network that outputs a [0,1] pileup classification
score. Adam is used with a learning rate of 0.004 to minimize the binary cross-entropy. The output of the network is checked
to be a well-calibrated probability.

– The PUPPI weight associated to the particle: a number between 0 and 1 that can be related to the probability of
the particle being pileup.

– A flag set to 1 for charged particles from the LV, -1 for charged pileup particles and 0 for all neutral particles. This
flag provides a simple encoding for when CHS is used.

– A pileup flag indicating whether the particle belongs to the hard scattering or to any of the pileup vertices. This
information is used as the ground truth later on.

We assume units such that h̄ = c = 1. Furthermore, we store for each event the median pT per unit area in (⌘,�) for
all particles (⇢), for all charged particles alone (⇢C), and for all neutral particles alone (⇢N ).

4 Network architectures

PUPPI can be straightforwardly interpreted as a per particle classification algorithm. Under this point of view, tra-
ditional metrics such as the Receiver Operating Characteristic (ROC) curve (true positive rate against false positive
rate) or the accuracy (fraction of correctly classified particles) can be used. The choice of the shape variable ↵1 is then
driven by its discriminating power, with the underlying assumption that a better classification performance should
correlate with a better reconstruction of physics-motivated quantities which are relevant to study these data. For all
the investigated network architectures, we generalize this approach to multiple shape variables, indicated from now
on as features. We feed as input to our networks all the particles, with all the features discussed in Sec. 3 except for
the pileup flag, which we use as the training ground truth. The global features are concatenated to each particle’s
individual features. An generalization of PUPPI by mean of ML techniques is already discussed in Ref. [1], where it is
asserted that training a Boosted Decision Tree modestly improves performance when compared to the use of ↵1 as
discriminating quantity.

Our most straightforward model makes use of two stacked fully-connected hidden layers and a final single-neuron
layer with a sigmoid activation function. This network is trained, as all the other models, to minimize a binary
cross-entropy loss function using the Adam optimizer [32]. This model stands out for its simplicity, as it operates on
each particle completely independently of the others, but su↵ers from a clear issue: while the input includes global
(⇢, ⇢C , ⇢N ) and local (↵C

i ,↵
F
i ) features, the network has no mechanism by which it could learn these or similar features.

Extending the network architecture beyond a simple per-particle processing, one could overcome this limitation.
To this purpose, di↵erent network architectures can be chosen. Reference [24] describes an approach based on CNNs.
Motivated by the arguments described in Sec. 2, we complement the results of Ref. [24] by studying GRUs and GGNNs.
Both these architectures take as input the full list of particles in the event, outputting a per-particle label.

The GRU is a recurrent neural network architecture that sequentially processes each item of an input list, based
on the outcome of previous-item processing. While making no assumption on the underlying detector geometry, the
GRU architecture implies the use of a ranking principle to order the items in the input list. In our study, the inout
list contains the particles in the event, which are ordered by their pT value. This is one of the many arbitrary choices
that one could make. In the network, we make use of a bidirectional GRU layer, i.e., we consider both increasing- and
decreasing-pT ordering. The output of this layer is concatenated to each particle’s features. We show that this approach
does not improve the classification performance with respect to DNNs and traditional methods. This is mainly due by
the fact that GRUs require a global ordering criterion, while the information determining if a given particles belongs
to the LV or originates from pileuphas mainly to due with the particle’s local neighborhood.

๏ The representation created by each layer is passed to the next 

๏ A ResNet-like skip connection is implemented (input -> last layer) 

๏ The per-particle outcome set of features (function of the features 
of the connected particles) is used to train a dense classifier: 
PU vs interesting particle?



๏ Improve state-of-the-art 
algorithms substantially 

๏ Little dependence of 
algorithm tuning on pileup 
conditions 

๏ Small/No performance loss 
with average number of PU 
collisions 

๏ Outperforms alternative 
particle-based architectures 
(DNNN, simple GRU)

PUPPIML: Graph Nets for PU subtraction
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nPU 20 (CHS) 80 (CHS) 140 (CHS) 80 (No CHS)
pT 92.3% 92.3% 92.5% 64.9%

PUPPI weight 94.1% 93.9% 94.4% 65.1%
Fully-connected 95.0% 94.8% 94.8% 68.5%

GRU 94.8% 94.8% 94.7% 68.8%
GGNN 96.1% 96.1% 96.0% 70.1%

Table 1. Area under the curve for the different discriminating variables and models. The best
results are highlighted in bold.

Figure 3. Receiver Operating Characteristic (ROC) curve for our proposed features and models
(zoomed in). The PUPPI weight and pT are included as an indicator of the expected performance
of PUPPI and SoftKiller respectively. GGNN outperform other proposed architectures. Since CHS
is applied and assumed perfect, the curves do not cross the points (0,0) and (1,1) (not shown here).

results, we only consider the performance of our GGNN and the state of the art algorithms
from here on. We tune R1 = 0.3 and N0 = 5 to maximize the area under the curve. We
fix the particle cut to pcut = 0.4 (nPU = 20) and pcut = 0.35 (nPU = 80, nPU = 140)
so as to minimize the offset between the reconstructed and the LV observables. We find
that minimizing the offset for one observable also approximately minimizes the offset for
all other observables.

Figure 4 shows the effect of running our proposed approach on an event at nPU = 20.
The reconstructed event is shown on the bottom left, with particles represented as dots sized
according to their pT . Dots are colored as orange (dark) if they come from the LV and blue
(light) if they originate from pileup interactions. The event is also shown as reconstructed
by PUPPI (bottom left) and by SoftKiller (bottom center). Moreover, we show the ground
truth on the top left and the unprocessed event on the top right. Similarly, Fig. 5 shows
the effect of the algorithms, using the same plotting conventions, on three jets at nPU = 80.
We note qualitatively that PUPPIML improves on the state-of-the-art approaches, removing
some low-pT pileup particles close to the jet that PUPPI does not (dotted ellipses), and
removing some high-pT particles far away from the jet that SoftKiller does not (dashed
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Figure 5. Depiction of the effect of running the different pileup mitigation algorithms on three
jets at nPU = 80. Particles from the Leading Vertex are shown in orange (dark) and pileup particles
are shown in blue (light). From left to right for each jet (i.e., each row), we show the ground truth,
the jet contaminated by the parasitic interactions, and the reconstructed jet after running PUPPI,
SoftKiller and our approach, PUPPIML. PUPPIML seems to improve on PUPPI by eliminating some
of the low pT particles close to jets (dotted ellipses) and on SoftKiller by eliminating some of the
high pT pileup particles that are far away from jets (dashed ellipses). All algorithms are run after
applying CHS.

Figure 6. Jet pT resolution as a function of nPU for jets in the range 100 < pT < 150 GeV (left)
and as a function of the jet transverse momentum at nPU = 140 (right) when CHS is applied.

⇠ 15% in resolution at nPU = 20, ⇠ 25% at nPU = 80, and ⇠ 30% at nPU = 140.
Finally, in order to study the reconstruction of jet shapes, we consider the resolution
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Fast Decision Taking



Timing Performance on 2018 data

16

๏ With heterogenous 
hardware in place (for 
other reasons) Deep 
Learning inference @HLT 
quite easy 

๏ This will happen no 
matter what, to speed up 
traditional algorithms 

๏ Deep Learning @HLT will 
benefit of it

Heterogeneous HLT
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High-Level  

Trigger
L1 

trig
ger

1 KHz  
1 MB/evt

40 MHz

100 KHz

Patatrack project for CMS HLT on GPUs

https://github.com/cms-patatrack


Deep Learning at L1
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High-Level  

Trigger
L1 

trig
ger

1 KHz  
1 MB/evt

40 MHz

100 KHz

๏ Situation at L1 is different, mainly due to the typical latency 
(<10 μsec) 

๏ Custom cards connected to detector electronics by optic links 

๏ Data flow in the cards one by one 

๏ Networks need to be implemented in FPGA firmare  

๏ advanced design by expert engineers (not common resource in HEP) 

๏ automatic translation tools doing the job



Javier Duarte I hls4ml

compressed 
model

Keras 
TensorFlow 

PyTorch 
…

tune configuration
precision 


reuse/pipeline

HLS  
project

HLS  
conversion

Co-processing kernel

Custom firmware 
design

model

Usual ML  
software workflow

hls  4  ml

hls4ml

HLS  4  ML

!13

Design Exploration
๏ HLS4ML aims to be this automatic tool 

๏ reads as input models trained on standard DeepLearning libraries 

๏ comes with implementation of common ingredients (layers, activation functions, etc) 

๏ Uses HLS softwares to provide a firmware implementation of a given network 

๏ Could also be used to create co-processing kernels for HLT environments

HLS4ML

58



๏ A classic Dense NN manipulates 
the inputs in three ways 

๏ multiplying by weights 

๏ adding biases 

๏ applying activation 
functions 

๏ All these operations map 
nicely into an FPGA 

๏ high IO, DSPs, LUTs, tunable 
precision

Network Operations

59

Javier Duarte I hls4ml !10

Neural Network
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activation function
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addition
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Neural Network

`kj = �(Wij`
k�1
i + bj)

`kj = �(Wij`
k�1
i + bj)

`kj = �(Wij`
k�1
i + bj)

`kj = �(Wij`
k�1
i + bj)

activation function

multiplication

addition

NN = multiplications, additions, and 
pre-computed activation functions

Maps nicely onto FPGA 
resources: high IO, 

DSPs, LUTs, etc.



๏ How this works in practice 

๏ A python based library 
that takes inputs via a 
yam file 

๏ Model architecture with 
supported format  

๏ FPGA configuration 
parameters (reuse 
factor, FPGA model, 
Clock period, etc) 

๏ The library provides 
inputs for Vivado HLS 

Bring the model to FPGA
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Javier Duarte I hls4ml !14

Translation of ML models
python keras-to-hls.py -c keras-config.ymlTranslation

Inputs

Config

• IOType: parallelize or serialize


• ReuseFactor: how much to parallelize 


• DefaultPrecision: inputs, weights, biases

my-hls-test/:
build_prj.tcl  
firmware  
myproject_test.cpp



The full model
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Javier Duarte I hls4ml !11

ML in FPGAs?
FPGA

How many resources? DSPs, LUTs, FFs? 
Can we fit in the latency requirements?

= 4,256  
synapses / 

mult.

+5×32

+32×32

+64×3216×64



๏ Pruning: remove 
parameters that don’t 
really contribute to 
performances 

๏ force parameters 
to be as small as 
possible 
(regularization) 

๏ Remove the small 
parameters 

๏ Retrain

Compression

62

Jennifer Ngadiuba - hls4ml: deep neural networks in FPGAs25.04.2018

Efficient NN design: compression
• Iterative approach: 

- train with L1 regularization (loss function augmented with penalty term):

 24

- sort the weights based on the value relative to the max value of the weights in that layer

Train 
with L1

Retrain 
with L1

Prune

Prune

Retrain 
with L1 Prune

…

1st iteration

2nd iteration

7th iteration

……

Jennifer Ngadiuba - hls4ml: deep neural networks in FPGAs25.04.2018

Efficient NN design: compression
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Train 
with L1

Retrain 
with L1

Prune

Prune

Retrain 
with L1 Prune

…

1st iteration

2nd iteration

7th iteration

……

Prune and repeat the train for 7 iterations
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Efficient NN design: compression
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Train 
with L1

Retrain 
with L1

Prune

Prune

Retrain 
with L1 Prune

…

1st iteration

2nd iteration

7th iteration

……

Prune and repeat the train for 7 iterations

CHAPTER 3. PRUNING DEEP NEURAL NETWORKS 20

Figure 3.1: Pruning the synapses and neurons of a deep neural network.

the connections that have been removed. The phases of pruning and retraining may be repeated
iteratively to further reduce network complexity. In effect, this training process learns the network
connectivity in addition to the weights — this parallels the human brain development [109] [110],
where excess synapses formed in the first few months of life are gradually "pruned", with neurons
losing little-used connections while preserving the functionally important connections.

On the ImageNet dataset, the pruning method reduced the number of parameters of AlexNet
by a factor of 9× (61 to 6.7 million), without incurring accuracy loss. Similar experiments with
VGG-16 found that the total number of parameters can be reduced by 13× (138 to 10.3 million),
again with no loss of accuracy. We also experimented with the more efficient fully-convolutional
neural networks: GoogleNet (Inception-V1), SqueezeNet, and ResNet-50, which have zero or very
thin fully connected layers. From these experiments we find that they share very similar pruning
ratios before the accuracy drops: 70% of the parameters in those fully-convolutional neural networks
can be pruned. GoogleNet is pruned from 7 million to 2 million parameters, SqueezeNet from 1.2
million to 0.38 million, and ResNet-50 from 25.5 million to 7.47 million, all with no loss of Top-1 and
Top-5 accuracy on Imagenet.

In the following sections, we provide solutions on how to prune neural networks and how to
retrain the pruned model to recover prediction accuracy. We also demonstrate the speedup and
energy efficiency improvements of the pruned model when run on commodity hardware.

3.2 Pruning Methodology

Our pruning method employs a three-step process: training connectivity, pruning connections,
and retraining the remaining weights. The last two steps can be done iteratively to obtain better
compression ratios. The process is illustrated in Figure 3.2 and Algorithm 1.

→ 70% reduction of weights 
and multiplications w/o 
performance loss

๏ Pruning: remove 
parameters that don’t 
really contribute to 
performances 

๏ force parameters 
to be as small as 
possible 
(regularization) 

๏ Remove the small 
parameters 

๏ Retrain

Compression
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Efficient NN design: compression
• Iterative approach: 

- train with L1 regularization (loss function augmented with penalty term):

 24

- sort the weights based on the value relative to the max value of the weights in that layer
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→ 70% reduction of weights 
and multiplications w/o 
performance loss
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Compression

!16

• Big reduction in DSP usage with pruned model!


• ~15 clocks @ 200 MHz = 75 ns inference

75 ns

Xilinx Vivado 2017.2 
Clock frequency: 200 MHz 
FPGA: Xilinx Kintex Ultrascale    
           (XCKU115-FLVB2104)



COMPRESSION 18

There are many schemes for compression 
We do a simplistic, iterative version 

Training with “L1” regularization, up-weight important synapses 
Remove X% of weights and retrain 
Rinse, repeat 

Our case study: 70% network reduction with no performance loss

< total bits, integer bits >

Reaches 32-bit floating 
point performance with 
16-bit fixed point!

Distribution of 
weights in NN

๏ Quantisation: reduce the 
number of bits used to 
represent numbers (i.e., 
reduce used memory) 

๏ models are usually trained 
at 64 or 32 bits 

๏ this is not necessarily 
needed in real life 

๏ In our case, we could reduce 
to 16 bits w/o loosing 
precision 

๏ Beyond that, one would have to 
accept some performance loss

Quantisation

65

Jennifer Ngadiuba - hls4ml: deep neural networks in FPGAs25.04.2018

Efficient NN design: quantization
• In FPGAs use fixed point data types → less resources and latency than 32-bit floating 

point 

• NN inputs, weights, biases, outputs represented as

 29

0101.1011101010

width
fractionalinteger

ap_fixed<14,4>

Quantization

Quantized [24, 36–39] and even binarized [40–43] neural networks have been studied in detail as an
additional way to compress neural networks by reducing the number of bits required to represent each
weight. FPGAs provide considerable freedom in the choice of data type and precision. Both are
important to consider to prevent the wasting of FPGA resources and latency. In hls4ml we use fixed
point arithmetic, which uses less resources and latency than floating point arithmetic. Resource usage
using floating point arithmetic and integer arithmetic use the same resources.

The inputs, weights, biases, sums, and outputs of each layer (see Eq. 2.1) are all represented as
fixed point numbers. For each, the number of bits above and below the binary point can be configured
for the use case. It is broadly observed that precision can be reduced significantly without causing a
loss in performance [XXX], but this must be done with care. In Fig. 7, we show the distribution of
the absolute value of the weights after the compression described in Sec. 2.3. In this case, to avoid
overflow in the weights, at least three bits should be assigned above the binary point — two to envelope
the largest absolute value and one for the sign. The neuron values, xm, and intermediate signals in the
FPGA used to compute them, require more bits, given the form of Equation 2.1. We determine the
number of bits to assign below the binary point by scanning physics performance versus number of
these bits.

Figure 7: Distribution of the absolute value of the weights after compression.

In addition to saving on resources used for signal routing, reducing precision saves on resources
and latency used for mathematical operations. For many applications the primary limitation will be
the DSP resources of the FPGA used for multiplication. The number of DSPs used per multiplier
depends on the precision of the numbers being multiplied and can change abruptly. For example, one
Xilinx DSP48 block [XXX] can multiply a 25-bit number with an 18-bit number, but two are required
to multiply a 25-bit number with a 19-bit number. Similarly, the latency of multipliers increases with
precision, though they can remain pipelined. Detailed exploration of the e�ect of calculation precision
is presented in Sec. 3.

– 12 –

integer bits = 2 + 1 for sign
(need more for neurons)

• But need more bits for neurons as computed with 
multiplications and sums → we perform a scan of 
physics performance versus bit precision

• To avoid overflow/underflow of weights at 
least 3 bits needed

ap_fixed<width,integer>

weights
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Network Tuning: Parallelization

!15

related to the Initiation Interval = when new inputs are introduced to the algo.

• ReuseFactor: how much to parallelize

mult

mult

mult

mult

mult

mult

mult

reuse = 4
use 1 multiplier 4 times

reuse = 2
use 2 multipliers 2 times each

reuse = 1
use 4 multipliers 1 time each
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Resource Usage and Timing

!18

reuse = 1 
<16, 6> bits BRAM DSP FF LUT

Total 13 954 53k 36k

% Usage ~0% 17% 3% 5%

time
15 clocks [75 ns]

16 × 64 
64 × 32

32 × 32
32 × 5

softmax (5)

Parallelisation
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Parallelisation
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TIMING 23

Behavior of pipeline 
interval controlled well 

by the reuse factor

Additional latency 
introduced by reusing 

the multipliers

15-40 clock cycles (75-200 ns)

RESOURCE USAGE 22

Tuning the throughput with reuse factor  
will reduce the DSP usage

Foreseen architecture (FPGAs) will handle these networks 
Inference-optimized GPUs could break the current paradigm 
Looking forward to R&D projects with nVidia & E4 on this



Deep Learning 4 HEP: A roadmap

69

๏ We need to be ready by 2025 (High-Luminosity LHC) 

๏ LHC Run 3 (2020-2022) is the ultimate demonstration opportunity 

๏ for model building, deployment and commissioning 

๏ Strong synergy with other research lines in HEP  

๏ Dark Matter underground experiments 

๏ Neutrino experiments 

๏ Collaboration with Industry to find common optimal solutions
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Anomaly Detection



Autoencoders in a nutshell
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๏ Autoencoders are compression-
decompression algorithms that learn to 
describe a given dataset in terms of 
points in a lower-dimension latent space 

๏ UNSUPERVISED algorithm, used for data 
compression, generation, clustering 
(replacing PCA), etc. 

๏ Used in particular for anomaly 
detection: when applied on events of 
different kind, compression-
decompression tuned on refer sample 
might fail 

๏ One can define anomalous any event whose 
decompressed output is “far” from the 
input, in some metric (e.g., the metric 
of the auto-encoder loss)



๏ Idea applied to tagging jets, 
in order to define a QCD-jet 
veto 

๏ Applied in a BSM search 
(e.g., dijet resonance) could 
highlight new physics signal 

๏ Based on image and physics-
inspired representations of 
jets  

 

Example: Jet autoencoders
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Farina et al., arXiv:1808.08992

Heimel et al., arXiv:1808.08979

Figure 2: Distribution of reconstruction error computed with a CNN autoencoder on test samples of
QCD background (gray) and two signals: tops (blue) and 400GeV gluinos (orange).

We see that the autoencoder works as advertised: it learns to reconstruct the QCD

background that it has been trained on (to be precise, we train on 100k QCD jets and

then we evaluate the autoencoder on a separate sample of QCD jets), and it fails to

reconstruct the signals that it has never seen before. This is further illustrated in Fig. 3,

which shows the average QCD, top and gluino jet image before and after autoencoder

reconstruction. We see by eye that the QCD images are reconstructed well on average,

while the others contain more errors.

By sliding the reconstruction loss threshold L > LS around, we can turn the his-

tograms in Fig. 2 into ROC curves. The ROC curves for the di↵erent autoencoder

architectures are shown in Fig. 4 for the top and gluino signals. For comparison we have

also included the ROC curve obtained by cutting on jet mass as an anomaly threshold.

While the three architectures have comparable performances it is clear there are some

important di↵erences. For tops, the CNN outperforms the others, while for gluinos the

situation is largely reversed. Surprisingly, for gluinos, the CNN is even outperformed

by the humble PCA autoencoder at all but the lowest signal e�ciencies! We will ex-

plore this in more detail in section 4.2, but a clue as to what’s going on is shown in

the comparison of the PCA ROC curve with the jet mass ROC curve. For gluinos,

they track each other extremely closely, suggesting that the PCA reconstruction error is

highly correlated with jet mass. We will confirm this in section 4.2. Evidently, the PCA

autoencoder (and to a lesser extent the dense autoencoder) has learned to reconstruct

7

Figure 1: The schematic diagram of an autoencoder. The input is mapped into a low(er) dimensional
representation, in this case 6-dim, and then decoded.

threshold.

For concreteness, we will focus in this work on distinguishing “fat” QCD jets from

other types of heavier, boosted resonances decaying to jets. Building on previous work

on top tagging [12], we will concentrate on machine learning algorithms that take jet

images as inputs. For signal, we will consider all-hadronic top jets, as well as 400 GeV

gluinos decaying to 3 jets via RPV. Obviously, this is not meant to be an exhaustive

study of all possible backgrounds and signals and methods but is just meant to be a

proof of concept. The idea of autoencoders for anomaly detection is fully general and not

limited to these signals. We will comment on other forms of inputs in section 5. Moreover

there are many other anomaly detection techniques that are not based on autoencoder

and/or on reconstruction (loss) which are worth exploring in future work. At the same

time autoencoders have been recently used in other high energy physics applications:

in parton shower simulation [28], for feature selection of a supervised classification [30],

and for automated detection of detector aberrations in CMS [31].

We will explore various architectures for the autoencoder, from simple dense neural

networks to convolutional neural networks (CNNs), as well as a shallow linear represen-

tation in the form of Principal Component Analysis (PCA). We will see that while they

are all e↵ective at improving S/B by factors of ⇠ 10 or more, they have important dif-

ferences. The reconstruction errors of the dense and PCA autoencoders correlate more

highly with jet mass, leading to greater S/B improvement for the 400 GeV gluinos com-

pared to the CNN autoencoder. While this may seem better at first glance, we discuss

how one might want to use an autoencoder that is decorrelated with jet mass, in order

to obtain data-driven side-band estimates of the QCD background and perform a bump

hunt in jet mass. Indeed, we show how cutting on the reconstruction error of the CNN

autoencoder results in stable jet mass distributions, and we show how this can be used

to improve S/B by a factor of ⇠ 6 in a jet mass bump hunt for the 400 GeV gluino
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tagger [13]. It starts from a set of measured 4-vectors sorted by transverse momentum

(kµ,i) =

0
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Following the left panel of Fig. 1 we use N = 40 constituents, after checking that an increase
to N = 120 does not make a measurable di↵erence. For jets with fewer constituents we
naturally fill the entries remaining in the soft regime with zeros.

To remove all information from the jet-level kinematics we boost all 4-momenta into the
rest frame of the fat jet. This also improves the performance of our network. Inspired
by recombination jet algorithms we can add linear combinations of these 4-vectors with a
trainable matrix Cij , defining a combination layer

kµ,i
CoLa�! ekµ,j = kµ,i Cij with C =

0

BB@
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We allow for M = 10 trainable linear combinations. These combined 4-vectors carry informa-
tion on the hadronically decaying massive particles. In the original LoLa approach we map
the momenta k̃j onto observable Lorentz scalars and related observables [13]. Because this
mapping is not easily invertible we do not use it for the autoencoder. Instead, we extend the
4-vectors by another component containing the invariant mass,

k̃j =

0

BB@

k̃0,j
k̃1,j
k̃2,j
k̃3,j

1

CCA
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BBBBBB@
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. (5)

This defines a set of 51 extended 4-vectors, which form the input to our neural network.
Again, we use Keras [35] combined with Tensorflow [36]. Its architecture is shown in
Fig. 3. The layer immediately after the LoLa contains 51 ⇥ (4 + 1) = 255 units. Between
the second layer after LoLa and the last layer, the autoencoder network is symmetric. The
final output consist of 40 4-vector-like objects, which can be compared with the corresponding

Figure 3: Architecture of the 4-vector-based autoencoder network. The 255 input units
correspond to 55 LoLa-vectors with 4+1 entries each. The output only consists of 160 units,
because the extended 4-vectors only carry four independent observables.
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๏ Consider a stream of data coming from L1 

๏ Passed L1 because of 1 lepton (e,m) 
with pT>23 GeV 

๏ At HLT, very loose isolation applied 

๏ Sample mainly consists of W, Z, tt & 
QCD (for simplicity, we ignore the 
rest) 

๏ We consider 21 features, typically 
highlighting the difference between 
these SM processes (no specific BSM 
signal in mind)

Our use case: ℓ+X @HLT
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• The total transverse momentum of these muons (pµ
T,TOT

).

• The number of selected electrons (Ne).
• The invariant mass of this set of electrons (Me).
• The total transverse momentum of these electrons (pe

T,TOT
).

• The number of reconstructed charged hadrons.
• The number of reconstructed neutral hadrons.

This list of HLF quantities is not defined having in mind a specific BSM scenario. Instead, it is
conceived to include relevant information to discriminate the various SM processes populating the
single-lepton data stream. On the other hand, it is generic enough to allow (at least in principle) the
identification of a large set of new physics scenarios.

Many SM processes would contribute to the considered single-lepton dataset. For simplicity, we
restrict the list of relevant SM processes to the four with highest production cross section, namely:

• Inclusive W production, with W ! `⌫ (` = e, µ, ⌧ ).
• Inclusive Z production, with Z ! `` (` = e, µ, ⌧ ).
• tt̄ production.
• QCD multijet production.2

These samples are mixed to provide a SM cocktail dataset, which is then used to train autoencoder
models and to tune the threshold requirement that defines what we consider an anomaly. The cocktail
is built scaling down the high-statistics samples (tt̄, W , and Z samples) to the lowest-statistics one
(QCD, whose generation is the most computing-expensive), according to their production cross-
section value (estimated at leading order with PYTHIA) and selection efficiency (shown in Tab. 1).
The equivalent integrated luminosity of the SM cocktail sample corresponds to XXX fb�1.

Table 1: Acceptance and trigger efficiency of SM processes and corresponding values for BSM
benchmark models. The monthly event yield is computed assuming an average integrated luminosity
of 5 fb�1 per month, corresponding to 8 months of data taking and a total integrated luminosity of
⇠ 40 fb�1, as in 2016. For BSM models, we compute the production cross section corresponding to
100 selected events.

Standard Model processes
Process Acceptance Trigger Cross Events Event

efficiency section [nb] fraction /month
W 55.6% 68% 58 59.2% 110M

QCD 0.08% 9.6% 1.6 · 105 33.8% 63M
Z 16% 77% 20 6.7% 12M
tt̄ 37% 49% 0.7 0.3% 0.6M

BSM benchmark processes
Process Acceptance Trigger Total Cross-section

efficiency efficiency 100 events/month
Z 0 31% 29% 9.1% 219 fb
W 0 48% 62% 29.7% 67 fb

LQ ! b⌧ 19% 62% 12.0% 166 fb
a ! 4` 5% 98% 4.6% 436 fb

In addition, we consider the following BSM models to benchmark the anomaly-detection capabilities:

• A leptoquark with mass 80 GeV, decaying to a b quark and a ⌧ lepton.
• A Higgs scalar boson with mass 50 GeV, decaying to two off-shell Z bosons, each forced to

decay to two leptons (for a total of four leptons in the final state).
• A Z 0 with mass 60 GeV, decaying to a pair of opposite-sign same-flavor leptons.

2To speed up the generation process for QCD events, we require
p
ŝ > 100 GeV, the fraction of QCD events

with
p
ŝ < 100 GeV and producing a lepton within acceptance being negligible but computationally expensive.

4

Figure 1: Distribution of the HLF quantities for the four considered SM processes. Black, red, blue
and gree represent respectively W, QCD, Z and tt̄. CAN WE PLOT THESE 3x7, so that we take
one page but we make them bigger? We can add the legend with keynote on top, or some such.

• A W 0 with mass 70 GeV, decaying to a lepton and a neutrino.

For each model, we consider any direct production mechanism implemented in PYTHIA8, including
associate jet production. We list in Tab. 1 the leading-order production cross section and selection
efficiency of each model.

Figures 1 and 2 show the distribution of HLF quantities for the SM processes and the BSM benchmark
models, respectively.

4 Model description

Autoencoders are trained on the SM cocktail sample described in Sec. 3, taking as input the 21 HLF
quantities listed there. The use of HLF quantities to represent events limits the model independence
of the anomaly detection procedure. While the list of features is chosen to represent the main physics

5



๏ First post-training check consists in 
verifying encoding-decoding 
capability, comparing input data to 
those generated sampling from decoder 

๏ Reasonable agreement observed, with 
small discrepancy here and there 

๏ NOTICE THAT: this would be a 
suboptimal event generator, but we 
want to use it for anomaly detection 

๏ no guarantee that the best 
autoencoder is the best anomaly 
detector (no anomaly detection 
rate in the loss function) 

๏ pros & cons of an unsupervised/
semisupervised approach

Standard Model encoding

75



๏  We consider four BSM benchmark models, 
to give some sense of VAEs potential 

๏ leptoquark with mass 80 GeV, LQ"bτ  

๏ A scalar boson with mass 50 GeV, 
a"Z*Z*"4ℓ 

๏ A scalar scalar boson with mass 60 
GeV, h"ττ 

๏ A charged scalar boson with mass 60 
GeV, h±"τv

Some BSM benchmark
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• The total transverse momentum of these muons (pµ
T,TOT

).

• The number of selected electrons (Ne).
• The invariant mass of this set of electrons (Me).
• The total transverse momentum of these electrons (pe

T,TOT
).

• The number of reconstructed charged hadrons.
• The number of reconstructed neutral hadrons.

This list of HLF quantities is not defined having in mind a specific BSM scenario. Instead, it is
conceived to include relevant information to discriminate the various SM processes populating the
single-lepton data stream. On the other hand, it is generic enough to allow (at least in principle) the
identification of a large set of new physics scenarios.

Many SM processes would contribute to the considered single-lepton dataset. For simplicity, we
restrict the list of relevant SM processes to the four with highest production cross section, namely:

• Inclusive W production, with W ! `⌫ (` = e, µ, ⌧ ).
• Inclusive Z production, with Z ! `` (` = e, µ, ⌧ ).
• tt̄ production.
• QCD multijet production.2

These samples are mixed to provide a SM cocktail dataset, which is then used to train autoencoder
models and to tune the threshold requirement that defines what we consider an anomaly. The cocktail
is built scaling down the high-statistics samples (tt̄, W , and Z samples) to the lowest-statistics one
(QCD, whose generation is the most computing-expensive), according to their production cross-
section value (estimated at leading order with PYTHIA) and selection efficiency (shown in Tab. 1).
The equivalent integrated luminosity of the SM cocktail sample corresponds to XXX fb�1.

Table 1: Acceptance and trigger efficiency of SM processes and corresponding values for BSM
benchmark models. The monthly event yield is computed assuming an average integrated luminosity
of 5 fb�1 per month, corresponding to 8 months of data taking and a total integrated luminosity of
⇠ 40 fb�1, as in 2016. For BSM models, we compute the production cross section corresponding to
100 selected events.

Standard Model processes
Process Acceptance Trigger Cross Events Event

efficiency section [nb] fraction /month
W 55.6% 68% 58 59.2% 110M

QCD 0.08% 9.6% 1.6 · 105 33.8% 63M
Z 16% 77% 20 6.7% 12M
tt̄ 37% 49% 0.7 0.3% 0.6M

BSM benchmark processes
Process Acceptance Trigger Total Cross-section

efficiency efficiency 100 events/month
h0 ! ⌧⌧ 9% 70% 6% 335 fb
h0 ! ⌧⌫ 18% 69% 12% 163 fb
LQ ! b⌧ 19% 62% 12% 166 fb
a ! 4` 5% 98% 5% 436 fb

In addition, we consider the following BSM models to benchmark the anomaly-detection capabilities:

• A leptoquark with mass 80 GeV, decaying to a b quark and a ⌧ lepton.
• A Higgs scalar boson with mass 50 GeV, decaying to two off-shell Z bosons, each forced to

decay to two leptons (for a total of four leptons in the final state).
• A Z 0 with mass 60 GeV, decaying to a pair of opposite-sign same-flavor leptons.

2To speed up the generation process for QCD events, we require
p
ŝ > 100 GeV, the fraction of QCD events

with
p
ŝ < 100 GeV and producing a lepton within acceptance being negligible but computationally expensive.
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Defining anomaly

77

๏ Anomaly defined as a p-value threshold on a given test statistics 

๏ Loss function an obvious choice 

๏ Some part of a loss could be more sensitive than others 

๏ We tested different options and found the total loss to behave better

Figure 7. Distribution of the VAE’s loss components, Lossreco (left) and DKL (right), for the
validation dataset. For comparison, the corresponding distribution for the four benchmark BSM
models are shown. The vertical line represents a lower threshold such that 5.4 · 10�6 of the SM
events would be retained, equivalent to ⇠ 1000 expected SM events per month.

SM process. In view of this, we decided to use a tight threshold value, in order to reduce
as much as possible any SM contribution.

Figure 7 shows the distribution of the Lossreco and DKL loss components for the val-
idation dataset. In both plots, the vertical line represents a lower threshold such that a
fraction ✏SM = 5.4 · 10�6 of the SM events would be retained. This threshold value would
result in ⇠ 1000 SM events to be selected every month, i.e., a daily rate of ⇠ 33 SM events,
as illustrated in Table 3. The acceptance rate is calculated assuming the LHC running
conditions listed in Section 1. Table 3 also reports the by-process VAE selection efficiency
and the relative background composition of the selected sample.

Figure 7 also shows the Lossreco and DKL distributions for the four benchmark BSM
models. We observe that the discrimination power, loosely quantified by the integral of
these distributions above threshold, is better for Lossreco than DKL and that the impact
of the DKL term on LossTot is negligible. Anomalies are then defined as events laying on
the right tail of the expected Lossreco distribution. Due to limited statistics in the training
sample, the p-value corresponding to the chosen threshold value could be uncalibrated. This
could result in a deviation of the observed rate from the expected value, an issue that one
can address tuning the threshold. On the other hand, an uncalibrated p-value would also
impact the number of collected BSM events, and the time needed to collect an appreciable
amount of these events.

Once the Lossreco selection is applied, the anomalous events don’t cluster on the tails
of the distributions of the input features. Instead, they tend to cover the full feature-
definition range. This is an indication of the fact that the VAE does more than a simple
selection of feature outliers, which is what is done by traditional single-lepton trigger or by
dedicated cross triggers (e.g., triggers that select events with soft leptons and large missing
transverse energy, ST , etc.). This is shown in Fig. 8 for SM events. A similar conclusion
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๏ VAE’s performances benchmarked 
against supervised classifiers 

๏ For each BSM model 

๏ take same inputs as VAE 

๏ train a fully-supervised 
classifier to separate signal 
from background 

๏ use supervised performances 
as a reference to aim to with 
the unsupervised approach 

๏ Done for our 4 BSM models 
using dense neural networks

Benchmark comparison
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๏ Evaluate general 
discrimination power by ROC 
curve and area under curve 
(AUC) 

๏ clearly worse than 
supervised 

๏ but not so far 

๏ Fixing SM acceptance rate at 
50 events/day 

๏ competitive results 
considering unsupervised 
nature of the algorithm

Performances
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๏ Small efficiency but still much larger than for SM 
processes 

๏ Allows to probe 10-100 pb cross sections for reasonable 
amount of collected signal events

Performances

80

Process
Efficiency for 
~30 evt/day

xsec for 100 evt/
month [pb]

xsec for S/B~1/3 
[pb]

a→4ℓ 2.8·10-3 7.1 27

LQ→τb 6.5·10-4 31 120

h→ττ 3.6·10-4 56 220

h±→τν 1.2·10-3 17 67



Generating large datasets 
with small resources



๏ Two networks trained 
against each other 

๏ Generator: create 
images (from noise, 
other images, etc) 

๏ Discriminator: tries 
to spot which image 
comes from the 
generator and which 
is genuine

Generative Adversarial Training

82
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GANs

๏ Loss function to minimise: Loss(Gen)-Loss(Disc) 

๏ Better discriminator -> bigger loss 

๏ Better generator -> smaller loss 

๏ Trying to full the discriminatore, generatore learns how to create 
more realistic images
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Generative Adversarial Training
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GANs
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๏ Generator: create 
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other images, etc) 
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to spot which image 
comes from the 
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is genuine
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๏ Better discriminator -> bigger loss 

๏ Better generator -> smaller loss 

๏ Trying to full the discriminatore, generatore learns how to create 
more realistic images
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Particle shower generation

86

• Start from random noise

• Works very well with images

• Applied to electron showers in digital calorimeters as a 
replacement of GEANT

Some images
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See contribution to NIPS workshop

see also de Olivera, Paganini, and Nachman 
https://arxiv.org/abs/1712.10321

https://dl4physicalsciences.github.io/files/nips_dlps_2017_15.pdf
https://arxiv.org/abs/1712.10321
https://arxiv.org/abs/1712.10321


Generating full jets

87

• Start from random noise

• Works very well with images

• Applied to electron showers in digital calorimeters 
as a replacement of GEANT

where Ii, ⌘i, and �i are the pixel intensity, pseudorapidity, and azimuthal angle, respectively. The
sums run over the entire image. The quantities ⌘a and �a are axis values determined with the one-pass
kt axis selection using the winner-take-all combination scheme [42].

The distributions of m(I), pT(I), and ⌧21(I) are shown in Fig. 6 for both GAN and Pythia images.
These quantities are highly non-linear, low dimensional manifolds of the 625-dimensional space in
which jet images live, so there is no guarantee that these non-trivial mappings will be preserved under
generation. However this property is desirable and easily verifiable. The GAN images reproduce many
of the jet-observable features of the Pythia images. Shapes are nearly matched, and, for example, signal
mass exhibits a peak at ⇠ 80GeV, which corresponds to the mass of the W boson that generates the
hadronic shower. This is an emergent property - nothing in the training or architecture encourages
this. Importantly, the generated GAN images are as diverse as the true Pythia images used for training
- the fake images do not simply occupy a small subspace of credible images.

Figure 6: The distributions of image mass m(I), transverse momentum pT(I), and n-subjettiness
⌧21(I). See the text for definitions.

We claim that the network is not only learning to produce samples with a diverse range of m, pT
and ⌧21, but it’s also internally learning these projections of the true data distribution and making use
of them in the discriminator. To provide evidence for this claim, we explore the relationships between
the D’s primary and auxiliary outputs, namely P (real) and P (signal), and the physical quantities that
the generated images possess, such as mass m and transverse momentum pT .

The auxiliary classifier is trained to achieve optimal performance in discriminating signal from
background images. Fig. 7 confirms its ability to correctly identify the class most generated images
belong to. Here, we can identify the response’s dependence on the kinematic variables. Notice how
D is making use of its internal representation of mass to identify signal-like images: the peak of the
m distribution for signal events is located around 80 GeV, and indeed images with mass around that
point have a higher P (signal) than the ones at very low or very high mass. Similarly, low pT images
are more likely to be classified as background, while high pT ones have a higher probability of being
categorized as signal images. This behavior is well understood from a physical standpoint and can be
easily cross-checked with the m and pT distribution for boosted W and QCD jets displayed in Fig. 6.
Although mass and transverse momentum influence the label assignment, D is only partially relying
on these quantities; there is more knowledge learned by the network that allows it, for example, to
still manage to correctly classify the majority of signal and background images regardless of their m
and pT values.
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Figure 2: In the simplest (i.e., all-square) case, a convolutional layer consists of N filters of size F⇥F
sliding across an L ⇥ L image with stride S. For a valid convolution, the dimensions of the output
volume will be W ⇥W ⇥N , where W = (L� F )/S + 1.

Figure 3: A locally connected layer consists of N unique filters applied to each individual patch of
the image. Each group of N filters is specifically learned for one patch, and no filter is slid across
the entire image. The diagram shows the edge case in which the stride S is equal to the filter size F ,
but in general patches would partially overlap. A convolution, as described above, is simply a locally
connected layer with a weight sharing constraint.

distribution. Both batch normalization [37] and label flipping [4, 35] were also essential in obtaining
stability in light of the large dynamic range.

In summary, a Location Aware Generative Adversarial Network (LAGAN) is a set of guidelines
for learning GANs designed specifically for applications in a sparse regime, when location within the
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de Olivera, Paganini, and Nachman 
https://arxiv.org/pdf/1701.05927.pdf

https://arxiv.org/pdf/1701.05927.pdf

